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1 Introduction

This documents summarizes the achievements of the first 12 months of research concerning the identification of the sources of power dissipation of software programs and the related optimisation techniques. The research – as well as this document - has been organized in three major sub-topics:

1. Analysis and modelling of the execution time and energy at assembly-level

2. Analysis and modelling of the execution time and energy at source-level

3. Identification and analysis of source-to-source transformations for energy reduction

In addition to the theoretical analysis, some prototype tools have been developed to implement and validate the models and the overall estimation methodology.

An accurate analysis of the timing and energy budgets of a software running on a specific microprocessor core connected with on-chip and off-chip memories by means of a bus lead to the identification of different contributions over three levels of abstraction. This view is summarized in table 1.

	Abstraction Level
	Contributions

	Source
	User code
	Library functions
	O.S. calls

	Assembly
	Op-code
	Addressing mode
	Stalls
Parallelism

	Hardware
	Core
	Main Memory
External Cache
	Bus


Table 1TLevelsContrib. Timing and energy contribution over the different abstraction levels

The hardware level has not been considered in this work since it both requires detailed information (gate- or transistor-level models) that is rarely available, and is far to accurate and time-consuming than necessary.

Section 2 describes the models adopted at assembly level and summarizes the results obtained on two benchmark processors: the microSPARC IIep and the Intel i486 Embedded Processor. The basic idea is the decomposition of the cost of an assembly instruction into two contribution: the nominal cost and the hazard-related inter-instruction overhead. To deal with today’s complex processors the intrinsic parallelism must be considered as a key factor and this is done by defining the concept of parallelism coefficient.

Section 3 shows how assembly-level data can be used by a higher-level model to provide fast and platform-independent estimates. This is achieved by decomposing the source code into elementary constructs, called atoms, and by defining a translation template for each of them. The source level abstract model is then specialized for a specific target architecture by fixing the model parameters based on assembly-level data taken from technology libraries.

The presented models allow an accurate and fast estimate of the execution time and energy absorption of generic programs. Such estimation methodology is the foundation for the analysis of the source-to source transformations presented in section 4.

Finally, section 5, gives a brief overview of the tools developed to support the presented models and to validate the overall methodology.

2 Assembly-level models

2.1 Basic Model: Inter-instruction Effects

This work extends a previous model, presented in [1], including inter-instruction effects related to pipelining. Interlocks are generally related to the execution of a particular sequence of instructions, thus they correspond to dynamic events. Taking into account such effects implies either a dynamic analysis, which requires an excessive computational complexity, or an accurate characterization of the computations made by the processor, which leads to a loss of generality.

When dealing with inter-instruction effects it is not possible to avoid a dynamic analysis. To recognize an hazard arising from the execution of a sequence of instructions, it is necessary to model the pipeline behaviour of the target architecture and the instruction flow in the pipeline, thus leading to an excessive computational complexity. But if an a priori statistical characterization of the inter-instruction behaviour of each instruction is known, then the static approach can still be applied: this correspond to a static representation of dynamic effects.

The proposed approach is based on a dynamic analysis aimed at deriving a statistical model of the delay introduced by inter-instruction effects. Such model is then used statically during the estimation of the timing and energy requirements of each instruction. The dynamic analysis is made once for each target architecture, obtaining statistical information about the delay introduced in the execution time of each instruction due to pipeline interlocks. This temporal overhead is then combined with the purely static model, allowing an extension into the energy consumption domain, as detailed in the next paragraphs.

As mentioned above, the analysis focuses on inter-instruction effects arising from a pipelined execution of the code. In this work pipeline stalls related to caches and memories are studied by considering them indirectly, i.e. by observing the pipeline behaviour. 

When an hazard is detected, the pipeline might be stalled for a given number of clock cycles. Three hazard types may arise:

Structural hazards are due to limitations in the data-path, which cannot support certain instruction sequences.

Data hazards are related to the semi-parallel execution of the code, which may lead to an incorrect ordering of read/write operations.

Control hazards are related to the branch execution, since the pipeline generally needs to be stalled until the target address is calculated.

This work analyses the pipeline behaviour of the two target architectures, namely the microSPARC IIep [2,3] and the Intel i486 Embedded Processor [4]. Based on this analysis a

general abstract model of the interlock behaviour has been derived and applied to a different microprocessor, as shown by the results reported at the end of this section.

In general, an hazard may be associated with a couple of instructions occurring at a given distance in time; the penalty introduced by the resulting pipeline stall depends on both the specific hazard and the distance between the instructions.

The former instruction in the pair is the cause of the interlock (in some uncommon cases the actual cause of a stall is a particular sequence of instructions rather than a single instruction) while the latter the stalled one. For this reason the temporal overhead is conventionally associated with the latter. The proposed model estimates a statistical temporal overhead to be

associated to an instruction pair and folds it on single instructions, as discussed later in this section.

The estimates are obtained by means of a dynamic analysis carried out on a significant benchmark set; to this purpose, the execution trace of the chosen benchmarks is used. The trace carries the information of the instruction flow into the pipeline. The model is dynamic in the sense that it is tuned on execution traces rather than on the assembly object code but, once tuned, it is used statically to obtain the desired instruction characterization. However, an execution trace does not explicitly contain all the dynamic information on the processor state.

For this reason, it is necessary to extract the implicit information from the trace: this is the goal of the tuning phase.

2.2 Interlock mathematical model

For the purpose of producing a static estimation of the delay introduced by inter-instruction effects, a taxonomy of instruction sets has been proposed, which describes all possible hazards in an architecture-independent manner. This taxonomy is essential to reduce complexity and to allow a computationally feasible statistical analysis. Based on such a taxonomy, a model for the estimation of the temporal overhead caused by inter-instruction effects can then be introduced.

2.2.1 Model Definition

The instruction set taxonomy provides some general architecture independent classes to be associated with architecture specific instructions. These classes are defined according to the type of hazard that an instruction may cause. Each instruction s of a given instruction set I is assigned to the class that best represents its dynamic behaviour. Since three hazard types are possible, the taxonomy contains a maximum of eight classes ch, each representing the set of instructions that may cause the same hazard type. The taxonomy C can be defined as:
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To define the mathematical model of the temporal overhead, an assembly execution trace must be considered. Let ( be an execution trace, i.e. an ordered sequence of instructions:


( = {(1, (1, …, (1}    (k ( I,  N >0
(2Egamma)

where N represents the execution trace size. To estimate the probability of finding a taxonomy class pair in the trace (, two operators have been introduced according to the following definitions.

Definition 1Ddistance. The distance w((k1, (k2) between two instructions (k1 and (k2 is defined as the difference |k2-k1|. The following notation is used to point out that two instructions (k1 and (k2 occur at a distance 
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This notation will be used in the following.

The considered distances 
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 should not be greater than the pipeline depth, i.e. 5-15, since farther instruction are almost independent in terms of interlock behaviour.

Definition 2Dmembership. The membership function of instruction 
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These definitions can be then combined to introduce the concept of event as:
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meaning that there exists in ( two instructions 
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Let us now introduce a statistical characterization of the events described above by examining the presence of particular classes of instructions in the execution traces.

To this purpose, the frequency definition of probability is used.

Definition 3Dpc. The probability of finding class ci in the execution trace is:
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where N is suitably large i.e. about 106-107 instructions.

From this definition the relation:
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can be easily proved. Let us now consider class pairs statistics.

Definition 4Dclasspair. The probability of finding class ci and class cj at distance 
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 in the execution trace is:
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where 
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 is, again, suitably large.

The last two definitionsare strictly linked; in fact, the following relation holds:
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This relation proves the consistency of the two definitions and thus, in turn, the soundness of the presented model.

2.2.2 Basic Interlock Model

Thus far, a characterization of the frequencies of pairs of classes in the execution trace has been obtained while the properties of the interlocks that might arise have been neglected. It is worth noting that different pairs of instructions have different interlock behaviour and latency, even if they are represented by the same couple of classes. 

In order to maintain both generality and accuracy it is thus necessary to consider the interlocks as produced by instructions pairs, and then to aggregate these figures up at class level. To do this it is necessary to abandon the exact, analytic view of the delay overhead introduced by single instruction pairs and rather consider such delays as random variables.

The function 
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 that returns the delay introduced by the execution of an instruction pair 
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 is introduced. A delay of zero means that no interlock occurs. In order to take into account each possible interlock given a pair of classes at a given distance, it is necessary defining the delay introduced by inter-instruction effects as a random variable.

Definition 5Dclasspair. The class pair delay is the delay introduced by the execution of a   class pair (ci,cj) at a distance 
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where N is suitably large and ( is the Kronecker symbol.

Given i, j, 
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represents the relative frequency of d-delay interlocks with respect to the class pair (ci,cj). Interlock latency associated with a single class - rather than a pair of classes - turns out to be particularly useful when a fast estimation, performed at source level, is required.

The following definition formally introduces the idea of class delay. 

Definition 6DDi. The class delay is the delay associated with the execution of an instruction of class cj paired with an instruction of any other class at a distance 
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The last two definitions are bound by the relation:
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stating that the density function of the class delay 
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 is equal to the sum of the density functions of the pair delays 
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The importance of this relation is twofold: on one hand, it stresses the formal correctness of the model, on the other hand, it provides a means to estimate the class delays starting from class pair delays. Class delays can be used to obtain an energy consumption measure, by

integrating them into the model described in [1].

According to the cited model, the energy consumption of an assembly instruction is expressed as the average current drawn by the processor during its execution and can be calculated as:
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where IN is a vector collecting the total currents of all the instructions s ( I, IF is a vector storing the average currents per clock cycle associated to a predefined set of processor abstract functionalities and A is a matrix accounting for the execution times of each instruction s with respect to these functionalities.

Since the main effect of interlocks is an increase of the execution time, a natural way to extend the power model is to add an overhead to the matrix A. The new model maintains the same algebraic form provided that A is substituted with A’ = A + OH, where OH stores the class overheads, suitably distributed over the different functionalities.

2.2.3 Basic Model Tuning

This section presents the methodology adopted to tune the basic model proposed and to provide the estimates for the temporal overhead introduced by inter-instruction effects.

Since timing and power effects are decoupled, a first tuning phase can be performed considering timing properties only. A direct validation in terms of energy consumption currently under study. The model has been implemented by a tool (see section 5) that considers different target architectures and thus its implementation is modular.

As mentioned above, hazards can be generally considered as particular events that occur during the code execution. Estimation of the stochastic variables requires three steps:

1. produce an execution trace of a significant number of selected benchmarks;

2. parse the assembly code and build an architecture-independent representation;

3. check the hazards conditions and derive the distributions of the stochastic variables.

The first step of the tuning process is the generation of the execution trace which carries the dynamic information of the instruction flow into the processor pipeline. The main problem is

the selection of a suitable set of benchmarks to be traced. Once a number of such execution traces has been created, the estimated densities of the random variables are assumed to represent a good statistic characterization of the temporal overhead associated with each instruction class pair at a given distance.

Creating a suitable execution trace is not trivial at all: the aim is to observe the real dynamic behaviour of the pipelined execution, thus it is necessary to obtain data corresponding to a realistic computation. In fact, as pointed out above, it is important not only to detect hazards, but also to know the actual probability of finding an instruction pair that flows in the pipeline at a given distance. The adopted approach consists thus in generating the execution traces of real programs operating on real data sets, in such a way to cover a sufficiently wide range of application typologies. The benchmarks used cover typical applications such as image processing, text manipulation and networking. 

Figure  shows the probability of finding all class pairs in the selected execution traces, and the corresponding aggregate values. These values are assumed to represent all the available knowledge on the dynamic behaviour of typical programs. This assumption is justified by the fact that the obtained data do no exhibit any dependence on the specific benchmarks used.

The size of the execution trace is in the range of 106-107 code lines, i.e. large enough to provide a satisfactory accuracy of the estimates.

The second step of the tuning process is aimed at creating a general representation of the given architecture, with respect to both its instruction set and its dynamic behaviour. The importance of this process is twofold: on one hand, it allows to apply the same methodology and perform an estimation of the dynamic behaviour on different architectures; on the other hand, it is intended to be compatible with the static energy estimation model, which will be extended by considering inter-instruction effects.
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Figure 1FClassProb. Class pair probabilities and aggregate class values.

The last step is responsible of detecting hazards operating on an abstract representation of the execution trace. To this purpose, abstract models of the possible hazard conditions must be built. As an example, consider a typical RAW hazard of the Intel i486 Embedded: the pipeline stalls for one clock cycle when an instruction that writes a register is immediately followed by an instruction that reads the same register; the following logical expression is the abstract model for this specific hazard:
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where op1 is the op-code of the former instruction in the pair, op2 the one of the latter instruction, rdi is a register written by instruction i in the pair and rsi,j is the jth source register of instruction i; the ‘*’ is a wildcard, standing for any operation. This expression evaluates to true when an interlock occurs. For the sake of clarity, consider the following instruction pair:

lea  0x4(%ebx,%esi,4),%eax

mov  %eax,0x8078eec

The pair will match the model, allowing the recognition of the interlock. For every instruction pair in the execution trace a delay value associated with a class pair can be computed; this process results in a number of random variables describing the statistical overhead introduced by each class pair. These data can then be folded on single classes, obtaining a set of random variables which can be statically used to estimate the timing requirements of each instruction. 

Table 2 shows the average value of the estimated temporal overheads for all classes, expressed in clock cycles.

	Class
	Average delay

	c0
	0.433673

	c1
	0.185519

	c2
	0.484779

	c3
	0.000000

	c4
	0.515101

	c5
	0.108412

	c6
	0.499436

	c7
	0.042164


Table 2TClassOH. Class temporal overhead introduced by inter-instruction effects.

Once the random variables have been derived, two different estimation approaches can be devised. A first coarse analysis can be done by averaging the values of the class pair random variables and fold them to single classes. A finer analysis, on the other hand, might exploit all the information contained in the random variables by collecting and combining density functions rather than average values, leading to a statistical characterization of code portions or even entire functions.

2.2.4 Basic Model experimental results

The tuning of the model has been made by choosing 
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 because at this distance more hazards may arise. As figure 1 points out, class c3 never appears and has thus an overall zero frequency in the code: in fact, such a class represents all the instructions that may cause both data and control hazards. This condition is never satisfied in the Intel486.

As table 2 shows, the average overhead introduced by each instruction class is generally significant. The model should be validated at two different levels: energy and time. In fact, the translation from the temporal overhead introduced by inter-instruction effects to the actual energy consumption associated with them introduces an additional level of abstraction that need to be confirmed by experimental data. Three solutions have been proposed:

1. use an Instruction Set Simulator (ISS) which can produce exact timings for both activities of instruction execution and interlock management. This method refers only to timing measures and is only viable if a cycle-accurate instruction set simulator is available;

2. simulate the code execution on a given architecture by means of its RT-HDL model. Though such a solution offers a better accuracy, it is hardly applicable due to the scarce availability of RT models of processor architectures and to the extremely high computational requirements;

3. compute the timing on a test code directly during its execution, overriding delays due to the operating system and to interrupts. Though slightly less accurate, this approach is easily feasible.

The last approach has been adopted and the result obtained are presented in the remaining part of this section. The validation methodology has been applied as described in the following. A test program is first compiled, then executed and disassembled. The static data in the disassembled code is then combined with the dynamic information derived from the execution trace and then fed to an annotation tool which estimates – in an interlock-free manner – the timing of the code. The annotation is based on an a priori knowledge of the CPIs of every instruction, which typically depends on its operation code and its addressing modes. The same execution trace is analysed by a dynamic effects estimator, which produces the total temporal overhead associated with the pipeline interlocks.

Interlock-free timing data and temporal overheads are then added to obtain an overall estimate of the test program timing. The estimation of the interlock temporal overhead is performed based on the knowledge of the random variable associated with each instruction class: every instruction is contained in a taxonomy class, and thus inherits the class average temporal overhead which contributes to the total value. In this way, the contribution of the different classes is weighted by the actual frequencies of instructions in the traced code. The result is a more precise estimate of the timing that is then compared with the actual execution time.

Five integer benchmark programs – not belonging to the tuning set – have been used to validate the model:

genprim
generates a 3-digits prime number;

rle
computes the run--length encoding of a string;

crc16
computes the 16--bit CRC on strings;

qsort
implements Quicksort for integers;

md5
computes the digest of a given string.

Table XXX shows the relative errors obtained. The interlock-free static analysis obtained with the annotation tool has an average error around -24.1%, the reason being that it strongly underestimates the clock cycles needed by the execution of each instruction. Considering the inter-instruction effects as well results in a considerable improvement: the error reduces to an average of -1.5%, indicating a much better overall estimation of the dynamic behaviour of the processor.

	Test case
	Relative error

	
	Interlock-free
	Interlock-aware

	genprim
	-32.1%
	-9.4%

	rle
	-17.9%
	+2.7%

	crc16
	-22.1%
	+0.3%

	qsort
	-22.1%
	-3.7%

	md5
	-26.5%
	+2.5%

	Overall
	-24.1%
	-1.5%

	Overall (absolute)
	24.1%
	3.7%


Table 3TbasicErrors. Relative errors of the interlock--free and interlock--aware models

It is important to remark that the applied analysis still ignores dynamic effects resulting from cache misses. For this reason all the benchmarks have been tailored in order to avoid or limit the number of cache misses. An accurate analysis of the results obtained has confirmed that the higher negative error obtained for genprim is mostly due to the presence of some uncommon complex addressing modes, currently ignored by the annotation tool.

These and other preliminary results suggest that the modelling solution adopted is viable and capable of leading to sufficiently accurate estimates. Nevertheless, this approach has two major drawbacks:

1. The architecture behaviour, i.e. the way instructions are treated by the pipeline, is not explicit in the model and must be translated in a set of possibly complex Boolean equations.

2. The model becomes very complex when t-uples of instructions are used instead of couples. With a simple DLX-like 5-stages pipeline the maximum instruction distance to be considered should be at least 5, leading to 85 = 32768 density functions.

3. The model does is not applicable to all those architectures that have some degree of parallelism, in particular to all superscalar architectures. The Intel i486 processor also shows some degree of parallelism since an integer instruction and a floating-point one can start executing during the same clock cycle.

These considerations have led to the development of a new model, described in the following paragraphs.

2.3 Parallel Execution

This section addresses the problem of execution time estimation of the instructions on superscalar architectures. The proposed approach founds on the basic model just described extends it to explicitly account for parallel execution of instructions.

This implies considering effects such as pipeline interlocks and memory-related effects. To tune the model for a specific architecture a behavioral simulation engine and a related SDK have been developed. The simulator has been specifically designed to model the widest possible range of architectures accounting for instruction-level parallelism features - such as instruction shelving, alignment schemas, out-of-order execution, branch prediction and register renaming – and memory hierarchies [5]. The results obtained after tuning are a static characterization of the considered instruction set from a timing point of view and can be used to estimate the actual execution time of a program without resorting to proprietary ISS.

2.4 Parallelism mathematical model

When dealing with simple pipelined architectures the nominal execution time of a program can be easily calculated by summing the CPIs of all the instructions actually executed. In fact, the assumption made in the basic model described above concerns the a priori knowledge of instruction CPIs. Nevertheless, the actual execution time must also consider the effects of pipeline stalls that, in most cases, produce a severe deviation from the ideal behaviour.

A more realistic estimate, i.e. the interlock-aware execution time, can be obtained by including a statistical term accounting for the stall overheads associated to every single instruction. Stall overheads are calculated by suitably averaging the contribution deriving from the dynamic interaction between instructions. In superscalar architectures, the parallel execution of assembly instructions strongly influences both the actual CPI of an instruction and the number and type of possible interlocks. For example, when the three instructions s1, s2 and s3 are executed in an ideal pipeline the resulting CPI is 1.0 for all of them. In a superscalar architecture with three ideal pipelines in parallel, the resulting CPI would be 1/3.

However, real processors significantly differ from ideal architectures and only a portion of the theoretical parallelism can be exploited. To account for such deviation, a parallelism coefficient has been introduced and defined according to a statistical analysis of the execution

of real-world programs on a given architecture.

Indicating with n(s) and oh(s) the number of clock cycles for nominal execution and the number of stall cycles of instruction s and with p(s) the parallelism coefficient, the estimated CPI is expressed as: 
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It is worth noting that the energy model previously discussed can still be applied considering this new definition of CPIest.

The average power w(s), however, increases, as shown by the relation:
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The following paragraphs describe how the parallelism coefficient p(s) is defined and how it can be derived from a statistical analysis of program execution traces.

2.4.1 Instruction Set Taxonomy

In order to maintain the approach as general as possible, no specific architecture or set of architectures has been considered. Each architecture is, in fact, characterized by strongly different execution capabilities, leading to significant differences in the actual parallelism.

A possible solution to this issue is, again, to define a set of general classes to which instructions of a specific architecture are assigned. The classification must account for the dynamic interaction between instructions with respect to both interlock effects and parallel execution.

Definition 7DNewTaxonomy. Given an instruction set I, the equivalence relation R ( I ( I:

si R sj ( si and sj have similar dynamic behaviour
(17)

defines a taxonomy C ( 2I on the instruction set I as the partition induced by R on the instruction set I. The cardinality |C| of the taxonomy depends on the relation R. The taxonomy C is thus formed by the classes ci with i( [1; |C|].

This definition gives a way to obtain the taxonomy based on the equivalence relation R. Nevertheless, R is still to be properly defined for each instruction set and architecture. Three approaches have been envisioned:

Hazard: The relation R is defined a priori and is based on the knowledge of the instruction set, the possible hazards and the architectural details.

Full: The relation R is always false. In this case each instruction represents a class of its own, i.e. no classification is performed.

Numeric: The relation R is defined a posteriori based on the data extracted from simulation of the dynamic behavior of instructions.

The section presenting the results also discusses the first two classification paradigms.

2.4.2 Mathematical foundation

The model expressed by equation (15) depends on two parameters: the interlock overhead oh(s) and the parallelism coefficient p(s). 

Again, an execution trace ( is defined as a list of instructions resulting from the actual execution of a program. Let the trace ( be:
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where N indicates the execution trace size. Instructions (k are then classified by means of the relation R and the membership function of equation (4). The overhead oh((k), introduced by dynamic execution effects, is associated to the instruction that has been stalled in order to resolve a hazard situation. 

Based on the classification imposed by R, such overheads have to be collected and associated to instruction classes. This leads to the new definition of the stochastic variable Di whose density is:
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where N is suitably large and ( is the Kronecker symbol. A good estimation of the overhead oh(s) can, for example, be the expectation value of Di:
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The parallelism coefficient can also be estimated experimentally starting from the execution trace ( and observing the instructions that are executed in parallel. Similarly to the computation of overheads, the parallelism coefficients are referred to instruction classes.

According to this approach, the more instructions s ( ci belonging to a given class are executed in parallel, the lower the corresponding parallelism coefficient p(s) and CPIest(s) are.

To determine p(s) it is necessary to know when an instruction (k starts and ends executing. The notion of time is here intended as the number of clock cycles since the beginning of the execution. This is clarified by the following definition.

Definition 8DTimeRange. Let tin((k) the starting time of a generic instruction (k ( ( and tout((k) its ending time. The time range membership function of instruction (k with respect to class ci ( C at time t is defined as:
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where the values tin((k) and tout((k) are properties of the instruction (k with respect to a given execution trace (.

It is worth noting that the time range between  tin((k) and tout((k) not only depends on the instruction latency but also includes the inter-instruction overhead resulting from stalls. When an instruction is stalled, in fact, it still occupies some resources. The time range membership function allows to know, at each clock cycle, which instructions are being executed. Starting from the time range membership function it is possible to aggregate values for each class.

Definition 9DClassLoad. The class load function represents the number of instructions belonging to class ci being executed at time t. It is defined as:
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The class load function can be used to compute the instantaneous parallelism coefficient, defined as follows.

Definition 10DinstPar The instantaneous parallelism coefficient is defined as:
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where the summation extends to all classes in the taxonomy. 

Figure 2 clarifies these concepts with an example in which three functional units U1, U2 and U3 execute eight instructions (1, …, (8 belonging to the classes c1, c2 and c3. The figure is composed of two parts: the upper portion shows the scheduling of instructions on each unit while the lower portion reports the values of ||t, i|| and pt for the considered scheduling.
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Figure 2Fparallel. Example of parallelism computation

Consider, for instance, the clock cycle with t=3 and with instructions (6, (8 and (1 being executed. The class load function ||3, 1|| is equal to 2 since (8, (1 ( c1. Similarly, ||3, 3||is equal to 1 since (6 ( c3 and ||3, 2|| is 0 since no instructions of class c2 are being executed. The instantaneous parallelism coefficient p3 is equal to 1/(2 + 0 + 1) = 1/3. It can be proved that the instantaneous parallelism coefficient pt always falls in the range [1\M; 1] ( {0} with M being the maximum number of instruction that the specific architecture is capable of handling in the same clock cycle. As an example consider a simple DLX-like 5-stage pipeline architecture: in this case M = 5 since, when the pipeline is full, all its stages are executing an instruction at every clock cycle. In more complex architectures, where more pipelines are present and possibly share some of the stages, the computation of M becomes more sophisticated since the observation of the status of the single units of all pipelines is necessary. The instantaneous parallelism coefficient pt must then be aggregated according to the selected taxonomy in order to obtain a per-class vision of the amount of parallelism that the architecture under analysis can actually exploit. The following definition formalizes this concept.

Definition 11ClassPar The class parallelism coefficient is a scale factor influencing the execution time of an instruction belonging to class ci when executed in parallel with other instructions. It is modeled by the stochastic variable Pi, which is characterized by the density function:
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where the summations extends over all clock cycles needed for the execution of the trace (.

Referring again to the execution trace of figure 2, consider the density function fP3(x). Since the instantaneous parallelism coefficient pt ( {1/3, 1/2} and thus (pt = x = 1 only when x = 1/3 or x = 1/2, then fP3(x) is to be computed only for such values. In particular for x = 1/3:
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The same procedure leads to the result fP2(1/2) = 2/5. The parallelism coefficient p(s), similarly to the instruction overhead, can conveniently approximated with the expectation value of the stochastic variable Pi, that is:



[image: image48.wmf][

]

Q

Î

Î

×

=

=

ò

x

,

c

s

)

x

(

f

x

P

E

)

s

(

p

i

P

i

i

with

1

0


(26)

It must be noted that x ( Q since it is computed as the ratio of two integer numbers and that 0 ( x ( 1 by definition, thus the integral is computed according to the Lebesgue's definition of measure. Concluding the example, p(s) for instructions in class c3 is:
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The models presented thus far, used with a proper classification are the starting point for a higher-level model operating at source level.

3 Source-level models

In recent years, different approaches have been presented in literature for software analysis, either for energy or for execution time estimation, ranging from gate-level simulations to high-level} static methods. Excluding circuit-level and gate-level techniques [6, 7], which are accurate but both very slow and strongly processor-dependent, other approaches attack the problem at different levels of abstraction and from different points of view. The goal of these investigations is to identify a trade-off between fast estimation and accuracy. A possible, though simplistic, classification of such methodologies considers two orthogonal aspects: estimation paradigm (static vs. dynamic) and abstraction level (high-level vs. low-level).

Static approaches [8, 9] analyse the specification without performing any simulation (at high level) or execution (at low level). These strategies produce a rapid, coarse--grained software characterization. Conversely, dynamic approaches [10] simulate the specification taking into account the impact of the environment. Such solutions, though extremely time consuming, lead to finer-grained and more accurate results.

Low level estimation methods [9,  11, 12] are based on the analysis (static or dynamic) of the compiled specification, with explicit reference to a set of models of the processor, the instruction-set and the memory architecture. Such estimation paradigms generally lead to very accurate results since at the level of abstraction they operate, accurate information is available. This, of course, is not in favour of estimation efficiency, and thus often prevents a significant exploration of the design space.

Though extremely valuable, to the best of our knowledge, all the approaches currently presented in literature (see [13] for a comprehensive survey) are strongly specific and targeted to either accuracy or efficiency. Moreover, most of them do not consider the re-targetability as a crucial issue. 

The approach proposed in this work tries to afford the problem of energy and timing estimation of the software components of an embedded system under a more general point of view. In particular, it combines the efficiency of high-level static estimation with the accuracy of low-level dynamic analysis within a rigorous conceptual framework based on well-defined and flexible mathematical models.

3.1 Problem formulation

The goal of the proposed approach is to achieve efficiency, retargetability and accuracy in energy and execution time estimation of software programs, with particular emphasis to embedded applications. To this purpose, the adopted strategy consists in a sharp decoupling of static and dynamic analyses to enhance the generality and enforce efficiency. The static portion of the flow, in addition, has been decomposed into a high-level, architecture-independent and a low-level, technology dependent analyses. The complete flow is sketched in Figure 3.

An efficient analysis framework must necessarily operate on source code, since, at this level of abstraction, the specification allows capturing coarser-grained properties at the same level at which a designer typically conceives the application. Nevertheless, the elementary operations of a high-level language are far too complex to be analysed as a whole.

Step (1) in the flow depicted in Figure 3 is devoted to decompose the application specification into elementary constructs, henceforth referred to as atoms. While the semantic of atoms is platform-independent, their implementation strongly varies from one architecture to another, depending on the details of different assembly instruction-sets.
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Figure 3FSrcFlow. Source code estimation flow

Step (2) of the analysis flow is devoted to fill this gap between high-level, complex statements and low-level, simple assembly instructions. This is achieved by representing source language atoms by means of pseudo-assembly (Kernel Instruction Set or KIS) instruction sequences, forming a KIS program. The detailed description of the KIS, the formal procedure used to derive it and the most significant translation templates are treated in a subsequent section. At this phase of the flow, the entire specification is represented by means of simple operations, whose energy and timing properties can be more easily modelled. It is worth noting that the platform-independence is still maintained at this level since both Atom Models and Translation Templates (see, again, Figure 3) have been designed with this purpose. Translation templates, in particular, refer to an ideal architecture/compiler pair whose characteristics are clarified later.

The low-level, technology-independent model is processed, at step (3) of Figure 3, by associating a specific cost to each KIS instruction based on a set of processor-specific Technology libraries collecting the timing and energy figures of specific target architectures. It is worth noting that different target alternatives can be easily explored at this point, without re-analysing and re-translating the original source code, but rather by simply choosing a different technology library.

All the steps described thus far lead to static figures. It is clear, however, that sensible design choices can only be made on the basis of a dynamic characterization, which is thus mandatory. Operating at the source code level implies two other significant advantages related to retargetability. On one hand, the nature of all high-level languages makes them independent from the target architecture and, on the other hand, the source code can be easily profiled on a generic host machine without loss of generality.

To this purpose, the original source code is suitably instrumented and compiled on a generic host machine (steps (4) and (5)).

The binary program obtained is executed in step (6) to produce source-level profiling data. This phase can be repeated for all input data sets the designer is interested in.

Finally step (7) combines the static timing and energy figures with profiling data and produces the dynamic estimates.

3.2 Language models

3.2.1 Source language decomposition

To model a high-level language in a constructive and hierarchical way it is necessary to define what an elementary component is. In the following, elementary components will be referred to as atoms. The most critical point in defining the atoms of a language is the choice of the granularity at which the language should be analysed. To this purpose it is valuable to describe the language (C, in this case) using the formalism of grammars.

The starting point is the definition of a set of terminal symbols: these symbols are the basic building blocks of the atoms of the language and, as a consequence, determine the granularity of the analysis. It is important to note that some of the terminal symbols adopted in this context would be non-terminals in the complete grammar of the language and would be not disjoint but rather related by a production. The essential terminals are, as in usual grammars, operators, keywords and special symbols such as =, (, ), {, }, for, return and others. In addition, to the purpose of the definition of atoms, it is useful introducing new terminals for variables, and expressions.

Using this set of terminals a few productions can already be built. Consider, as an example the following basic productions:

st-break
(
break ;

st-return
(
return expr ;

st-assign
(
var = expr ;

|
var[expr] = expr ;

This partial grammar clarifies how the terminals combines to give more complex portions of the language. In a similar manner, it is possible to define more complex statements, such as while or if. An excerpt of their grammar is reported in the following.

st-while
(
while ( expr ) stmt
st-if
(
if ( expr ) stmt

|
if ( expr ) stmt else stmt
In these productions the non-terminal symbol stmt represents a generic statement defined by the partial grammar:

stmt
(
simple-stmt

|
block-stmt

simple-stmt
(
st-assign

|
st-break

|
...

block-stmt
(
{ stmt-list }

stmt-list
(
stmt

|
stmt-list stmt

Similarly, it is possible to define all the statements and constructs of the C language. The outcome is an incomplete grammar G that, on one hand, lacks the productions for all the symbols that have been assumed as terminals while, on the other hand, allows defining in a formal way the concept of atom at the desired level of granularity.

Definition 12DGrammar. The terminal symbols on the right-hand side of a production of the grammar G constitute an atom whose name is defined in the left-hand side of the production.

According to this definition and referring, as an example, to the production for the while statement, the atom whose name is st-while is constituted by the keyword while and the couple of parentheses enclosing the conditional expression expr. The condition and the body of the while construct, on the other hand, are not part of the st-while atom itself.

3.2.2 Assembly language decomposition

The source code of a program can thus be seen as a set of atoms. Each atom expresses a high-level operation that will be eventually implemented as a suitable sequence of assembly instructions, according to either a simple translation template or a more complex compilation algorithm. As an example, let us consider two different atoms: a loop construct such as while or for, and an arithmetic expression. The former can be translated according to a template scheme since its syntax is fixed. The syntax of the expression, though clearly defined, allows it to grow arbitrarily complex and thus no templates can be envisioned but rather each expression must be processed according to tree-visiting algorithms. 

The translation of a source code can thus be seen as a sequence of assembly instructions each composed by an operation code and a certain number of operands of different types. The operation code is strictly related to the tasks that must be performed to implement the desired high-level functionality and thus is fixed. The number of operands supported by the assembly language is a characteristic of the instruction-set and is thus also fixed. Due to the reasons discussed above, the number of operands of the instruction-set is fixed once the target processor has been selected and predictions on which operation codes will be used can be made based on the knowledge of compilation techniques and translation templates.

The addressing modes of the operands of the assembly instructions, on the other hand, are extremely hard to predict: they depend, in fact, on a number of factors such as the class of the target processor (RISC, CISC, VLIW, etc.), its architecture (number of general purpose registers, data path complexity, etc.) and the compiler (optimisation techniques, etc.).

To cope with this problem the following strategy has been adopted. A generic instruction using complex addressing modes can always be decomposed in a suitable sequence of instructions using only simple addressing modes such as immediate register direct or register indirect.

For example consider the instruction shown in Figure 4 (a): the first operand uses the indexed addressing mode, the second uses the register indirect with auto-increment addressing mode and the third is a register direct; this instruction can be replaced by the code of Figure 4 (b) exploiting simple addressing modes only.

It is reasonable to assume that a processor providing complex addressing modes has a number of units specifically dedicated to their management. These units are optimised and thus, probably, their use requires a shorter time than the execution of the corresponding sequence of instructions exploiting simple addressing modes only. This assumption is supported by the timing figures experimentally obtained on many microprocessors: the execution time of the expanded instruction is always an overestimate of the actual one.
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Figure 4.Sample decomposition of a complex addressing mode.

Based on this evidence, it is possible to translate an arbitrary source code into an assembly program using simple addressing mode instructions only, always resulting in a solution overestimating the actual execution time. A significant achievement of using a limited subset of instructions is the generalization capability since the basic operations that can be executed are roughly the same over a wide range of general-purpose processors. This concept can be formalized as follows.

Let Ph be a generic microprocessor and ISh its instruction-set. Let then P = {P1, P2 …, Pp} be a set of p = | P | processors supporting instructions with the same maximum number of operands (typically one, two or three). The generic instruction set ISh can be partitioned into a fixed number c of predefined Instruction Classes ICh,k performing similar operations, such as data transfer, load/store, branch, etc. The instruction classes must satisfy the relations:



[image: image52.wmf][

]

c

;

k

k

IC

IC

IC

IS

k

,

h

k

,

h

c

k

k

,

h

h

1

2

1

1

2

1

Î

¹

"

Æ

=

Ç

=

=

U


(28)

Instruction sets of different processors may significantly differ: for this reason a specific processor may have one or more empty instruction classes. Two instructions I1 ( IS1 and I2 ( IS2 belonging to different instruction sets are said to be compatible if and only if:
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Considering all the p processors in P and their instruction-sets ISh, 
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 compatible instruction classes can be defined according to the following relation:
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These new instruction classes collect all the instructions of different processors that are compatible in the sense that all the instructions in the same class perform equivalent operations. The union of all CICk classes can be thought of as a generic instruction set denoted as KIS or Kernel Instruction Set:
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Let CICk = {Ik,1, …, Ik,Nk} be the k-th compatible instruction class and Nk its cardinality. An instruction Ik,L can be identified in each compatible instruction class CICk such that its execution time, expressed in terms of CPI, i.e. Clock-cycles Per Instruction, is minimum. The instruction Ik,L is the lower execution time bound for the k-th instruction class. Consider now a generic instruction I executed in cpi(I) clock cycles. If I belongs to the k-th compatible instruction class, i.e. I ( CICk then a lower-bound on its execution time is cpi(Ik,L).

If I belongs to none of the compatible instruction classes, then there exist no single instruction in the compatible instruction set that can perform the same operation. Its functionality must thus be obtained by combining more than one instruction in KIS, as clarified by the example in Figure 4. The lower bound for execution time of instruction I ( KIS can thus be defined introducing the function:
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By using the instructions in KIS, it is thus possible to generalize the translation templates over multiple instruction sets and to account for the behaviour of different compilers.

3.2.3 Assembly language reference model

This scheme, though, still does not account for the architectural differences between microprocessors. It is well known, in fact, that the result of the compilation strongly depends on the available number of general-purpose registers. To properly account for such differences, an ideal architecture with an infinite number of general-purpose registers has been assumed as reference. This assumption greatly simplifies the construction of translation models, improves generality and allows an accurate estimate of timing and energy figures.

A detailed semantic and experimental analysis of a wide range of instruction sets has led to the definition of the compatible instruction classes listed in Table 4, along with a brief description of the semantics of the instructions they represent.

The name of the class can be also assumed to be the representative instruction of the class itself. For this reason, and for the sake of conciseness, the term instructions, such as alul or jump, will be used as a shorthand for the set of all actual instructions belonging to the corresponding compatible instruction class.

The two classes mvld and mvst are worth noting since they refer to memory access. In the ideal reference architecture the memory is non present since all data is supposed to reside in registers. Nevertheless, the C language provides indirect memory access by means of pointers, i.e. variables whose value is the memory address of another variable. This concept has been captured in the kernel instruction set by assuming that a register can contain the number of a different register and the two instructions mvld and mvst provide indirect register access. As an example, suppose that register R3 contains the value 5 and register R5 contains the value 10. In this case the instruction mvld R3,R0 will copy the value 10 into the destination register R0.

	Class
	Semantics
	
	Class
	Semantics

	alul
	Light ALU operations
	
	mvld
	Load from memory

	aluh
	Heavy ALU operations
	
	mvst
	Store to memory

	cmpl
	Light compare operations
	
	jump
	Branches

	cmph
	Heavy compare operations
	
	call
	Subroutine call/return


Table 4TActualCIC. Compatible instruction classes composing the KIS.

Based on the kernel instruction set just defined, it is possible to identify either a translation template or a translation algorithm that transforms an atom into the sequence of kernel instructions necessary to its implement.

3.3 Notations

3.3.1 Code notations

The symbols summarized in Table 5 and described in the following are used to formally represent the source code and the set of data it operates on. According to the grammar G and to the definition of atom, a generic source code can be represented as a list of couples describing the atoms and the hierarchical relations between them. 

	Notation
	Meaning

	s
	source code index

	i
	atom index

	j
	data set index

	m
	kernel instruction index

	Cs
	s-th source code

	As,i
	i-th atom of the s-th source code

	Is,i,m
	m-th kernel instruction of atom As,i

	Ls
	number of atoms of the s-th source code

	Ms,i
	number of kernel instructions for atom As,i

	Ds,j
	j-th data set for the s-th source code


Table 5TSymCode. Notation for source code

The generic source code Cs is a tree of atoms and can be completely defined by an ordered list of Ls = |Cs| couples (As,i; A’s,i) where As,i is the actual atom while A’s,i is a reference to the parent atom of As,i in the tree. A generic source code is thus formally represented as:


Cs = {(As,1; A’s,1), (As,2; A’s,2), …,(As,Ls; A’s,Ls)}
(33)

For the sake of clarity, let us consider a simple example. Figure 5 (a) shows a brief portion of C code and the identified atoms are listed in Figure 5 (b). Finally Figure 5 (c) shows a graphical representation of the corresponding tree.
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1. while(i > 0) {
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Figure 5FTreeSample. Source code, atoms and syntax tree

Atoms, in turn, are represented as a list of kernel instructions, according to some set of suitable translation templates. An atom As,i is thus modeled as:


As,i ( { Is,i,1, Is,i,2, …, Is,i,Ms,i }
(34)

Finally, the symbol Ds,j, far from giving details on the type, size and value of data, is used to refer to a specific run of the source code. Data is made dependent both on the spanning index j and the source code index s since a set of data must be compatible with the specific source code.

3.3.2 Profiling notation

When a source code Cs is run with data Ds,j each atom, observed as a whole at source level, is executed a certain number of times. The symbols summarized in Table 6 are used to formally express profiling information.

	Notation
	Meaning

	n()
	function returning the number of executions

	Ns,i,j
	number of executions of the atom As,i with data Ds,j

	Ns,j
	number of execution of all atoms of Cs with data Ds,j


Table 6TSymProf. Notation for source-level profiling.

Since the function n() returns a dynamic measure, it must always depend on a set of data. The count returned by the function n() has no explicit relation with the actual execution time or with the number of clock cycles.

3.3.3 Timing notation

In order to account for a real measure of the execution time, the functions and symbols of Table 7 have been introduced.

The measure of unit of time, in this context, is expressed in terms of CPI in order to be independent of the operating frequency of a microprocessor. In the construction of the mathematical form the upper-case, shorthand forms will be used more often.

	Notation
	Meaning

	t()
	returns the actual execution time of its argument
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	returns the reference execution time of its argument
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	returns the estimated execution time of its argument

	Ts,j
	actual execution time of source code Cs with data Ds,j
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	reference execution time of source code Cs with data Ds,j
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	estimated execution time of source code Cs with data Ds,j


Table 7TsymTime. Notation for timing.

The total actual execution time Ts,j of the source code Cs with data Ds,j can be expressed as the sum of the execution time of each atom As,i, counted Ns,i,j times, that is:
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(35)

The reference and estimated timing can also be expressed with similar relations, but their discussion is deferred until the next Section.

3.4 Formal models

In this paragraph, a general mathematical framework suitable to describe the execution time of a software, starting from its high-level source description is presented.

As indicated in the concluding part of the previous Section, the execution time of a source code Cs with input data Ds,j can be expressed as:
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(36)

where the dependence of the real execution time of an atom is explicitly indicated by the second argument of the function t( ). This equation explicitly shows the dependence of the execution time on the specific input data and defines what is called actual time throughout the rest of the document.

To afford the complexity of the problem it is useful to start by considering ideal conditions delineated by the following assumptions:

1. the target architecture has an unlimited number registers and all the variables of the code are allocated to a fixed register;

2. the initial value of the variables is pre-loaded in the corresponding register and thus no explicit initialisation is required;

3. the execution time of a KIS instruction is approximated with its lower bound.

4. inter-atom compiler optimisations are neglected;

5. intra-atom compiler optimisations are neglected.

The first three items of this list lead to an underestimate of the real execution time while the last two tend to produce an overestimate.

Let 
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 denote the function returning the execution time in these ideal conditions, referred to, in the following, as reference time. Noting that the reference execution time of a kernel assembly instruction  is equal to 
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The aim of the model is to determine a function returning an estimate of the actual execution time such that the estimation error is minimized. The relation that expresses the estimated timing of a source code is similar to that for the actual timing:
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It is worth noting that the function 
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 does not depend on the actual data fed as input to the source code: this dependence is completely accounted for in the execution count coefficient Ns,i,j. This is crucial in order to allow an a-priori characterization of the atoms. Nevertheless, an explicit dependence on the source code Cs, considered as a whole, is present: this point is clarified later on. The error to minimize over a number of source codes and input data sets is thus:
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The basic idea behind the model is that the estimated timing of each atom can be expressed as the sum of two contribution: the reference timing, that accounts for all the deterministic aspects in ideal conditions, and a statistical deviation that depends on complex factors such as the structure of the source code, the characteristics of the compiler, the actual architecture etc.

This idea is be formally expressed by the following relation:
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where the form of the function (( ) can be arbitrarily defined. An analysis of some preliminary timing measurement results, suggests that (( ) should depend on the specific atom As,i as well as on the source code considered as a whole.

For the sake of generality, it might be useful and interesting to consider a dependence not only on the atom As,i  but rather on a range of adjacent atoms, thus:
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(41)
where k1 and k2 determine the extension of the range around As,i. The dependence on the source code and the range of atoms defined thus far is only symbolic, since atoms and source code are neither numbers nor functions, and does not specify the explicit mathematical form.

To refine the expression of the function it is necessary to identify some measures to be performed statically on an arbitrary range of atoms and on the entire source code. As examples consider measurements such as the number of consecutive sequential statements, the maximum nesting level of the whole source, the number of variable used and so on.

For the sake of conciseness, let q( ) and Q( ) be two vector functions operating on a range of atoms and on the tree representing the entire source code, respectively. Formally:
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According to the definitions and hypotheses discussed thus far, and combining the previous equations the estimated time can be expressed as:
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This equation expresses a very general and flexible model but involves a number of scalar, vector and functional unknowns that render it almost mathematically untreatable. The next paragraph proposes some simplifications that, though limiting the generality, lead to an affordable mathematical problem.

3.4.1 Execution time simplified model

At this point it is useful to summarize how the different components of the model can be determined, what, in the model, is to be considered known and what is unknown. The following components are known:

1. The reference time of each atom 
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. The value can be derived by using the analytical models of the atoms, described in the following section, combined with the timings of KIS instructions.

2. The execution count of atoms Ns,i,j. These values can be derived from source-level profiling of the code. A possible solution to this problem has been implemented by instrumenting, compiling and running the original source code on a generic host platform.

3. The mathematical form of the statistical correction function (( ) with respect to the vector functions q and Q. A possible formulation is proposed later.

4. The meaning of the vector functions q and Q. They should be applied to lists of atoms, and return numeric values corresponding to some sort of measure on the source code. Though it is possible to suggest a number of such measurements functions, it is all but straightforward to determine whether the adopted functions are meaningful for the problem or not. Currently, both functions have been assumed constant.

A simple yet versatile form for the function (( ) is that of a multilinear dependence on the two vector functions: this leads to a significant mathematical simplification with an acceptable loss of generality. This assumption leads to the expression:
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which, expanding the vectors and denoting with nq and nQ the number of elements of the two vectors q and Q, respectively, becomes:
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In this equation a1, …, b1, … and c are the parameters of the model and their values have to be determined statistically in order to minimize the square error, while q1, … and Q1, … are the results of the measures performed on ranges of atoms and the entire source code, respectively.

3.4.2 Statistical model characterization

Consider now a source code Cs and a corresponding set of data Ds,j. According to previous equations and noting that the reference times 
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 and the vectors q and Q are known, the estimated time can be expressed as:
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Distributing the summation an noting that a and b are intended to be independent of the atom, this relation can be rewritten as:
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where:
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Let now Cs be fixed and let the data set Ds,j vary with the index j ( [1; nd]. For each data set, the actual timing is given by Ts,j while the estimated timing can be derived by using the above relations. With these data it is possible to build the linear system:
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or, in a more compact form:
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which becomes the well known linear form:
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where the vector Y has been defined as:
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In the last equations, Y is a nd(1 column vector, A is a nd((nq + nQ + 1) matrix and X is a (nq + nQ + 1)(1 column vector. Since the matrix A is not square and the experimental setup is such that nd >> (nq + nQ + 1), the linear system can only be solved in a statistical sense. A simple and well known statistical estimator is the least square method that leads to the solution:
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allowing to derive the parameters of the simplified linear model for any number of metric functions q and Q.

Analysis of the C language

3.4.3 Data types and variable access

Data types and variables are a critical aspect of the C language. Defining a clear and consistent model for the cost of variable access is thus of paramount importance. To this purpose, it is necessary to descend in further detail into the adopted memory model. The C language provides four classes of data types: scalars, pointers, arrays and structures (or unions). For each of these types a storage model has been defined paying particular attention to the mutual consistence.

3.4.3.1 Scalars

A scalar variable is stored in a single register, either integer or floating-point. In this context, the types char, int and all short, long, long long, signed and unsigned variants are considered integer while the types float and double and their variants are considered floating-point.

The access cost of scalars is thus null since ALU instructions can access them directly as they are stored into registers.

3.4.3.2 Pointers

A pointer is stored in a single register and there is no difference between pointer to different data types. Accessing a pointer itself has thus a null cost while dereferentiation (operator *) is achieved by means mvld or mvst instructions. Address extraction (operator &) involves copying the number of a register into a different register and this is performed by an alul instruction.

3.4.3.3 Arrays

Array elements are organized in a bank of consecutive registers. An additional register points to the base of the bank. This model closely resembles the memory model actually adopted by the C language. Accessing an element involves, thus, the computation of the target register, base plus (alul) offset, and an indirection operation. It is worth noting that the array access model and the pointer access model must be consistent. The translations of two semantically equivalent atoms such as a[5] and *(a+5) are, in fact, identical: both involve alul and mvld or mvst instructions.

3.4.3.4 Structures and unions

Similarly to arrays, structures are stored in bank of adjacent registers plus a register that serves as a pointer to the base of the bank. This organization is mainly motivated by an accurate analysis of the actual assembly code generated by different compilers for different architectures.

The dot (.) member access operator has thus the same translation of an array access, while the indirect member access operator (->) requires an additional mvld or mvst instruction to dereference the pointer to the structure. This scheme is consistent with respect to the semantic equivalence of atoms such as s->x and (*s).x.

Unions are treated differently. A union, in fact, contains a single datum whose dimension depends on the field that is accessed. All fields of the union are stored in the same, shared, bank of registers whose base is fixed and known at compile-time. A member of a union, accessed by means of the dot operator, is thus a simple variable that can be used directly by all instructions. For the same reason, the indirect member access operator is translated according to the template adopted for simple pointers.

3.4.3.5 Data types and variables cost models

The translation templates described above lead to the models summarized in the following table. The costs are reported for the two cases in which the variable is either read (use) or written (definition). In these and the following tables the italic name of an operation is used to denote the execution time for the sake of conciseness. Thus, for example, alul indicates the execution time
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	Data type
	Operator
	Cost

	
	
	Use
	Definition

	Scalar
	n/a
	0
	0

	Pointer
	*
	mvld
	mvst

	
	&
	alul
	alul

	Array
	[]
	alul+mvld
	alul+mvst

	Structure
	.
	alul+mvld
	alul+mvst

	
	->
	alul+2(mvld
	alul+mvld+mvst

	Union
	.
	0
	0

	
	->
	mvld
	mvst


Table 8. Data types and variable access costs.

3.4.4 Expressions

Expressions constitute the most important and complex portion of almost all programming languages. Their structure is hierarchical and involves many different types of operators and variables. To dominate this complexity, a taxonomy of the operators has been performed, resulting in three classes: arithmetic operators (+, -, /, bitwise operations etc.), relational operators (>, <, ==, etc.) and logical operators (!, && ||).

According to these classes, three subtypes of expressions, referred to as pure expression, can be introduced, each containing only operators of one class. The analysis of pure expressions is simpler than that of generic expressions and constitutes the basis of the full expression model.

3.4.4.1 Pure arithmetic expressions

A pure arithmetic expressions is defined by the following production:

arith-expr
(
var

|
arith-expr binary-arith-op arith-expr

|
unary-arith-op arith-expr

where binary-arith-op and unary-arith-op are terminals standing for all arithmetic operators. The translation, and thus the cost, of the operators is easily determined by recalling the definitions of the compatible instruction classes and is summarized in the following table.

	Operator
	Operand
	Cost

	+ (unary)
	both
	0

	-, ~ (unary)
	integer
	alul

	- (unary)
	floating point
	aluh

	+, -, &, |, ^, <<, >>
	integer
	alul

	%
	integer
	aluh

	+, -
	floating point
	aluh

	*, /
	both
	aluh

	cast
	both
	aluh


Table 9. Arithmetic operators costs.

To derive the overall cost of a pure arithmetic expression, let opi denote the operators and varj the variables involved. The cost is then given by the expression:



[image: image88.wmf]å

å

+

=

-

j

j

i

i

)

(var

t

)

op

(

t

)

(

t

expr

arith


 (54)

3.4.4.2 Pure relational expressions

Pure relational expressions are very simple since the concatenation of relational operators, generally, makes no sense. The following production defines this type of expressions.

rel-expr
(
var rel-opvar

The cost model must account for the two possible uses of these expressions. On one hand they can be used as a condition in a selection or looping statement, while, on the other hand, can be used as sub-expressions in an arithmetic or logic expression. In the latter case, the evaluation, and thus the translation, involves not only a comparison but also a jump to an appropriate statement devoted to assign the values 0 or 1 to a variable. The cost of the relational operators is summarized in the following table.

	Operator
	Operand
	Cost

	<, <=, >, >=, ==, !=
	integer
	cmpl+jump

	<, <=, >, >=, ==, !=
	floating point
	cmph+jump


Table 10. Relational operators costs.

Recalling the symbols used for the arithmetic expression model, the cost of relational

expressions is given by the relation:
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where opi indicates the relational operator and possible cast operators.

3.4.4.3 Pure logic expressions

Pure logic expressions are defined by the following production:

logic-expr
(
var

|
logic-expr binary-logic-op logic-expr

|
unary-logic-op logic-expr

This class of expressions poses two critical problems. For efficiency reasons, in fact, many compilers translate a complex expression by introducing shortcuts. This implies that some portions of the expression might not be evaluated at all. This aspect is accounted for by a suitable profiling mechanism, omitted here for the sake of conciseness. The second problem is related to the possibility of combining in the same expression variables or arithmetic expressions with relational expressions. To clarify this point let consider the two sample expressions of the following figure and their translations in assembly (on a Sparc machine).

	(a>b) && (c>d)
	
	x && y

	      mov  0, %o4

      cmp  o0, %o1

      ble  .LL3

      cmp  %o2, %o3

      ble  .LL3

      mov  1, %o4

.LL3  nop
	
	      mov  0, %o4

      cmp  %o0, 0

      be  .LL3

      cmp  %o1, 0

      be  .LL3

      mov  1, %o4

.LL3  nop

	(a)
	
	(b)


Figure 6. Translation of logic expression.

In the code of the figure (a) the compare and jump instructions come from the translation template of the two relational sub-expressions a>b and c>d. In this case the cost of the logic operator && is null. In the code of figure (b), on the other hand, the same instructions can only be associated to the \verb|&&| operator since the accesses to the variables x and y have zero cost. A statistical analysis of approximately 500,000 lines of C source code has shown that logic expressions of the form of figure (b) account for less than the 1.5% of all logic expressions.

The adopted model refers, thus, to the case (a) and the cost of logic operators is assumed to be always 0. According to this hypothesis, the overall cost of a logic expression is given by the relation:
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3.4.4.4 Generic expressions cost model

Based on the models described in the three preceding paragraphs, a complete scheme for generic expressions translation can be built. The following productions summarize their grammar:

operator

rel-op

|
binary-arith-op}

|
unary-arith-op

|
logic-op

expr

rel-expr

|
arith-expr

|
logic-expr

|
expr operator expr

To correctly evaluate the overall cost, though, the order in which sub-expressions are evaluated is important. In particular the syntax tree of the expression must be visited depth--first and whenever a sub-expression is completely analysed, it must be substituted with a placeholder representing a temporary variable of the appropriate type. An example of expression cost calculation is reported in Figure \ref{fig:expr_sample}, where all the necessary substitution steps are explicitly shown.

[image: image91.png]



Figure 7. Generic expression visit example.

The leftmost tree contains all three types of expression. After the first reduction, leading to the temporary placeholder t1, the tree only contains relational and logic expressions. The reduction of the two relational expression into the temporary placeholders t2 and t3, leads a new tree representing a pure logical expression. All the expressions that have been reduced at each step of this process are pure.

3.4.5 Assignment statements

Expressions are mainly used as r-value in assignment statements. Nevertheless, assignments may also be used to copy a value from a variable to a different variable, i.e. from a register or a bank of registers to a different one. In the case of an expression whose result is assigned to a variable, the assignment operator = has a null cost. In fact, the compiler can always arrange the translation in such a way that the operator at the root of the syntax tree of the expression assigns its result directly to the variable appearing at the left--hand side of the assignment.

An explicit copy is, on the contrary, necessary whenever the right-hand side of the assignment is a variable. In this case, the copy requires a certain number of alul, mvld or mvst instructions. The choice of mvld or mvst instructions rather than alul instructions depends on the number of indirections necessary to access the two variables involved. Table \ref{tab:cost_assign} summarizes the cost models adopted. In this table, the number of indirections indicates the number of chained dereferentiations necessary to access a variable and the function r() indicates the number of registers necessary to store a variable.

	Number of indirections
	Cost

	l-value
	r-value
	

	0
	0
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Table 11. Relational operators costs.

It is worth noting that the term -1 in the factors r(var) - 1 is motivated by the fact that one of the mvld or mvst instruction is already accounted for in the cost model of variable access and must not thus be considered again when evaluating the assignment itself.

The C language also provides special assignment operators such as += or -=. In these cases, an assignment can always be expanded in its explicit form, and evaluated afterward. For this reason, no specific model has been introduced for such operators.

3.4.6 Selection statements

The selection statements of the C language are the if-then-else, the switch-case and the ternary operator?:. For the sake of conciseness this paper only reports the model of the first construct, which, by the way, can be used to implement the others.

Similarly to logical expressions, the condition in an if atom can either be an arithmetic expression or a logic or relational expression. In the former case, an implicit comparison with zero is assumed. Whenever the condition is a relational or logic expression, the compare and jump instructions (necessary to implement the selection statement) are already accounted for during expression evaluation. In the case of an arithmetic expression or a variable, conversely, the comparison and the jump need to be explicitly associated to the if statement.

The else branch implies the presence of an additional jump at the end of the then -branch code to skip the else branch code. Since it is not possible to estimate the result of the evaluation of the condition at compile-time, the cost of the additional jump can be conveniently weighted by a coefficient accounting for the probability of the execution of the then branch. The resulting cost model is reported in Table 12, where ptrue is the probability that the condition evaluates to true and ptrue( 0 whenever the else branch is missing.

	Expression class
	Expression type
	Cost

	Arithmetic
	Integer
	cmpl + (1 + ptrue) ( jump

	Arithmetic
	Floating Point
	cmph + (1 + ptrue) ( jump

	Logic, Relational
	Both
	ptrue ( jump


Table 12. Cost of the if-then-else atom

The models of other selection statements are built according to a similar procedure. 

3.4.7 Loops

The C language provides three loop constructs: for, while and do-while. In the following, only the model of the while construct is described since similar considerations hold for all others as well.

This atom requires the evaluation of a condition at the beginning of the loop and a jump from the end of the loop body back to the beginning. The discussion on the condition done for the if-then-else atom also applies to this case. The only difference lays in the fact that the jump back is executed at all iterations but the last one. Since most loops iterate a high number of times, the cost of the missing jump at the last iteration can be safely neglected.

The resulting cost model is summarized in Table 13.

	Expression class
	Expression type
	Cost

	Arithmetic
	Integer
	cmpl + 2 ( jump

	Arithmetic
	Floating Point
	cmph + 2 ( jump

	Logic, Relational
	Both
	jump


Table 13. Cost of the while atom

Again, the models of other loop statements are built according to a similar procedure. 

3.4.8 Function calls

Function calls modelling requires considering two aspects: jumping from the caller to the callee and back, and passing the actual parameters to the function. Jumps are always implemented by means of dedicated assembly instructions, belonging to the call class of the kernel instruction set and can thus be easily modelled. The problem of parameter passing, on the other hand, is more complex and in fact requires the notion of stack. In the ideal reference architecture, the stack is a variable-sized register bank plus an additional register playing the role of stack pointer. According to this assumption, a push operation implies copying as many registers as required by the specific datum considered and consequently updating the stack pointer register. With the exception of the direction of the copy, a pop operation involves exactly the same steps.

A function call is thus translated into a sequence of push operations to copy the formal parameters onto the stack and a jump to the beginning of the function code. It is worth noting that while executing the code of the function, all parameters must be popped from the stack into local variables. The cost related with the sequence of pop operations cannot be associated to an atom of the called function since it is implicit in its prototype definition. Nevertheless, a call to a function necessarily involves both pushing and popping all parameters, and for this reason, both costs are associated to the function-call atom in the caller function.

A similar translation strategy can be adopted for the return statement. In this case the called function pushes the return value onto the stack and requires popping it after passing the control back to the caller. The resulting cost models are summarized in Table 14, where varin,j are the actual parameters, varout is the returned variable and the function r( ) returns the number of registers necessary to store a variable.

	Statement
	Cost

	function call
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Table 14. Cost of the function call/return

It is worth noting that copying the actual parameters - as well as the return value - from (or to) the origin registers, which are known at compile-time, to a different register bank whose position is determined at run-time by means of the stack pointer register, involves mvld and mvst instructions and not alul instructions.

3.5 Experimental results

To validate the entire methodology, different benchmarks have been analysed and the obtained results compared with assembly-level data derived from processor-specific instruction set simulators. The platform on which validation has been carried out is based on the Intel i486 Embedded Processor and the GNU gcc compiler under Linux RedHat 7.2. To assess the accuracy of energy figures, an indirect approach has been followed, based on the assembly-level characterization of single instructions. The next paragraphs give the flavour of how the different steps of the methodology can be applied and report the results obtained considering a significant benchmark set.

3.5.1 Sample analysis flow

This paragraph briefly discusses the different phases of the analysis applied to a very small code portion. The main purpose is to clarify some details of the methodology and to illustrate how the theoretical formulation presented above applies to the practice. Let the starting point be the simple code of Figure 8 (a). The decomposition phase leads to the 11 atoms listed in Figure 8 (b). It is important to note that a reference to the source line number is maintained for each atom to enable back-annotation of low-level figures up to the source code.

	1.  i=n=0

2.  while( i < 10 ) {
3.    if( i % 2 == 0 ) {
4.      n = n + i;
5.    } else {
6.      n = n * (i - 1);
7.    }
8.    i++;
9.  }
	
	As,0
	st-assign
	n=0
	line 1

	
	
	As,1
	st-assign
	i=n
	line 1

	
	
	As,2
	while
	while(){}
	line 2

	
	
	As,3
	expr
	i<10
	line 2

	
	
	As,4
	if-then-else
	if(){}
	line 3

	
	
	As,5
	expr
	i%2==0
	line 3

	
	
	As,6
	st-assign
	n=
	line 4

	
	
	As,7
	expr
	n+I
	line 4

	
	
	As,8
	st-assign
	n=
	line 6

	
	
	As,9
	expr
	n*(i-1)
	line 6

	
	
	As,10
	expr
	i++
	line 8

	(a)
	
	(b)


Figure 8FsampleDecomp. Atom decomposition of a sample source code.

The atoms in the second column of Figure 8 (b) are then translated according to the schemes presented in the previous sections and lead to the KIS program of Figure 9.

	As,0
	st-assign
	n=0
	line 1
	-

	As,1
	st-assign
	i=n
	line 1
	-

	As,2
	while
	while(){}
	line 2
	jump

	As,3
	expr
	i<10
	line 2
	cmpl, jump

	As,4
	if-then-else
	if(){}
	line 3
	ptrue ( jump

	As,5
	expr
	i%2==0
	line 3
	aluh, cmpl, jump

	As,6
	st-assign
	n=
	line 4
	-

	As,7
	expr
	n+I
	line 4
	alul

	As,8
	st-assign
	n=
	line 6
	-

	As,9
	expr
	n*(i-1)
	line 6
	aluh, alul

	As,10
	expr
	i++
	line 8
	alul


Figure 9FsampleTrans. Translation of the sample source code into a KIS program.

This simple code requires no input data and thus the profiling information can be derived simply by compiling an instrumented version of the source code and by running it on a generic host platform. The results of profiling refer to atoms, i.e. for each atom an execution count is collected. Thus far, the analysis procedure does not make explicit reference to any specific target architecture.

At this point, the different KIS instructions can be mapped to the selected processor simply by looking up their cost into a technology library. Table 15 summarizes the data available in this final phase of the analysis flow, where the execution time is expressed in clock cycles and the energy is reported as average current in mA.

	Atom
	Line
	KIS
	Count
	Time
	Energy

	As,0
	line 1
	-
	1
	0.000
	0.000

	As,1
	line 1
	-
	1
	0.000
	0.000

	As,2
	line 2
	jump
	11
	1.186
	1.046

	As,3
	line 2
	cmpl, jump
	11
	2.620
	2.580

	As,4
	line 3
	ptrue ( jump
	10
	0.593
	0.523

	As,5
	line 3
	aluh, cmpl, jump
	10
	15.119
	9.177

	As,6
	line 4
	-
	5
	0.000
	0.000

	As,7
	line 4
	alul
	5
	1.434
	0.681

	As,8
	line 6
	-
	5
	0.000
	0.000

	As,9
	line 6
	aluh, alul
	5
	13.933
	7.278

	As,10
	line 8
	alul
	10
	1.434
	0.681


Table 15. Time and energy costs of the sample source code

The total execution time is thus Ts,j = 290.161 clock cycles. To calculate the total energy let the clock frequency be f = 33 MHz and the power supply voltage be Vdd =3.3 V. Under this operating conditions the total energy is Es,j = 19.982 (J, corresponding to an average power dissipation of Ws,j = 2.086 W. It is worth noting that to derive an estimate for a different processor it is sufficient to replace the values of the last two columns of Table 15, which can be done effortlessly.

Preliminary results

The same methodology has been applied to more significant testbenches such as a 16-bit CRC encoder, a Base64 encoder, a prime factor decomposition algorithm used in cryptography and an ADPCM compression/decompression algorithm. Table 16 collects the results and allows comparing the estimated values with the actual ones. The average absolute error for both energy and timing is below 5%. These results refer to the simplest version of the mathematical model, namely the one that assumes the statistical correction function (( ) = 0. Nevertheless, preliminary results suggest that using (( ) = const would significantly compensate the errors that the current model exhibits.

	Program
	Time (Clock cycles)
	Energy ((J)

	
	Real
	Estimated
	Error %
	Real
	Estimated
	Error %

	Loop
	25256
	25394
	-0.54
	1867
	1888
	-1.11

	factorial
	56940
	61030
	-6.70
	4169
	5137
	-18.84

	mcd3
	32193
	32094
	+0.31
	2379
	2373
	+0.27

	arith
	48294
	49949
	-3.31
	3553
	3678
	-3.41

	crc16
	226093
	246012
	-8.10
	17510
	18539
	-5.55

	Base64enc
	162455
	149211
	+8.88
	11501
	11098
	+3.63

	Real2frac
	46735
	48688
	-4.01
	3407
	3533
	-3.57

	pfactor
	84058
	84158
	-0.12
	6264
	6500
	-3.63

	adpcm
	41384
	37629
	-9.07
	3213
	3275
	+1.93

	Average
	4.55
	4.65


Table 16. Execution time and energy consumption results

4 Analysis of source-to-source transformations

Reducing the energy consumption at software level means to identify and to apply a set of code transformations producing a less energy consumption software application. This goal is pursued by taking effect on the control structures, on the data access mode, on the subprograms organization or performing a set of source code transformations such that the resulted code can be easily optimized by the compiler (e.g. copy propagation, constant propagation and, common sub-expression elimination). The set of methods gathered in this paper has been analyzed and validated using SimplePower . It is worth noting that the set of methods has been plugged into a semi‑automatic optimization framework where the validation tool is SimpleScalar since SimplePower does not support any system call; the optimization framework is an algorithmic-based optimization tool where the chosen transformation is applied till it produces an energy improvement.

The identified methods will be described in terms of code transformation and effectiveness. For sake of clearness, the set of methods has been partitioned in four subsets where each subset identifies a specific code feature that each transformation is focused on. The four transformations subsets are: 

1. loop transformations

2. data structure transformations

3. inter procedural transformations

4. operators and control structure transformations

Each transformation has been analyzed following a specific procedure. In particular, the procedure is structured in four steps. Figure 10 shows the validation flow of the transformation methods.


[image: image98.wmf] 

 

 

Source C Code

 

 

 

Transformed

 

 Source C Code

 

 

 

Transformation

 

 

 

Compilation (

 

gcc

 

)

 

 

 

Compilation (

 

gcc

 

)

 

 

 

Simulation

 

 

 

(

 

SimplePower

 

)

 

 

 

S

imulation

 

 

 

(

 

SimplePower

 

)

 

 

 

Configuration file

 

 

 

Re

 

port file

 

 

 

Report file

 

 

 

Post

 

-

 

processing

 

 

 

Post

 

-

 

processing

 

 

 

Report file

 

 

 

Report file

 

 

 

Transformation 

 

Efficiency Analysis

 

 

 

Results file

 

 

 


Figure 10. The validation process of transformation methods.

First, a C source code satisfying the applicability requirements of the under analysis transformation is compiled using gcc imposing the maximum optimization level. Do note that the source code takes advantage of the optimality characteristics for the method under test in order to clearly identify the efficiency of the transformation. 

Second, the compiled code is simulated using SimplePower and the simulation results (number of clock cycles, cache misses, RAM accesses, etc.) are gathered and post-processed in order to identify energy and power consumption for both the core processor and the system. Concerning the energy consumption at system level, the Shiue‑Chakrabarti model has been used. 

Third, the transformation is applied to the source code and, following the same procedure expressed in the first and the second step, the simulation results and the energy and power consumption are collected.

Finally, the processor energies and the system energies are compared in order to identify the effectiveness of the transformation. It is worth noting that both simulations, pre and post transformation, use the same set of values for the configuration of the simulator. In particular, a 1Kbyte, 2 way, set-associative, unified cache has been selected. These cache properties have been chosen since they tend to limit the benefits of the presented transformations. 

In particular, the transformations are stressed both on processor level and system level due to the number and the type of cache misses caused. A further consideration concerns the source code examples; these codes represent an optimal situation for the application of each specific transformation in order to analyze their effectiveness and to point out the applicability characteristics.

4.1 Loop Transformations

This class includes the set of source code transformation that modifies the either the loop body or the control structure of the loop. This transformations type is particularly significant since it operates on a subset of code which is typically executed frequently; for this reason, small amounts of energy saving could deeply impact on the energy of the entire application. 

In this section will be presented the set of the identified loop transformations. While some of them have been proposed in the field of compilers but applied to the parallelism exploitation or to the performance augmentation, others are innovative and specifically ideated with the goal of the energy consumption. Furthermore, in this section will be defined, for each transformation, both the applicability criterion and the application sequence; in particular, some transformations are inefficient, in term of energy saving, as they are but they allow either the application of additional transformations or a better impact on the energy saving of another transformation.

Most of the transformation considered in this section are rather well known to compiler developers and cover a wide range of  loop modifications. The most promising possibilities for power and energy reduction lay in the study of how such transformation can be combined into more complex sequences. Some of the transformation, in fact, exhibit much better performances when cascaded with other. This topic is currently under study and will constitute the core of the power reduction guidelines to be developed.

4.1.1 Loop Unrolling

The Loop Unrolling modifies the loop by replicating k times the block of a loop, where k is user-defined or estimated, by incrementing the variable index in each replication of the loop block, by adding k to the increment value of the index and, finally, by performing a set of controls in order to conform the new loop structure with the initial one. In particular, a switch control block with k-1 conditions has to follow the modified loop in order to execute the set of loop blocks not perfectly contained in the modified structure. 
Figure 11
 shows an example of the application of the Loop Unrolling transformation.
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Figure 11. An example of Loop Unrolling

This transformation induces positive effects in terms of 

1. reduction of the number of the comparison and branch instructions due to the reduced number of loops; 

2. possibility to generate some instruction level parallelism;

3. efficiency of the compiler optimizations due to the registers reuse possibility;

4. effectiveness of other transformations (e.g. Software Pipelining and Variable Expansion);

5. applicability of the Scalar Replacement of Array Reference transformation if the loop is strongly characterized by frequent arrays accesses.

Conversely, since the transformation increases the code size, some extra cache misses could arise in each loop and this negative effect could make the effort fruitless. Therefore, this transformation could produce an energy reduction if the loop block is characterized by both a small size and arrays. It is worth noting that the energy minimization effects are strongly connected with three cache factors: total diminution, block dimension and architecture (unified vs. disjoined, associativity). 

Even though the unrolling coefficient has to be suitably evaluated either experimentally or by means of specific estimation metrics, a simple rule of thumb, derived from an analysis on a set of benchmarks, is that k has to be less then 4; typically, within this range the instructions cache misses could be avoided. 

The transformation has been tested on the simple example just presented with n=100 and k=2; Table 17 and Table 18 show the result gathered form the simulation performed with SimpleScalar on the proposed example.

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	1753.00
	1177.00
	-32.85

	Processor Energy (J)
	5.85E-07
	3.07E-07
	-47.56

	Processor Average Power (mW)
	33.37
	26.06
	-21.90

	System Energy (J)
	3.04E-05
	3.55E-05
	16.66

	System Average Power (mW)
	1734.91
	3014.61
	73.76

	System Power/Processor Power
	519.74
	115.63
	122.48


Table 17. Energy results for Loop Unrolling.

The results show that the execution trace size reduction does not counterbalance the negative effects introduced by the code size increasing (instruction cache misses).

	Parameter
	Original Code
	Transformed Code
	%

	Instruction Cache Misses
	8
	13
	+62.50

	Data Cache Misses
	16
	15
	-6.25


Table 18. Memory results for Loop Unrolling.

Although this transformation is not convenient (even if the source code is optimal), it represents the starting point for the Software Pipelining and Variable Expansion transformations.

The factors influencing the results are:

1. The Loop repetitions number: if some energy is saved in each iteration, the greater is iteration number the higher is the energy saved.

2. The loop block size: the larger is the loop block, the higher is the probability to introduce additional instruction cache misses.

3. The unrolling factor: the higher is the unrolling factor, the higher is the probability to introduce additional instruction cache misses. Furthermore, this term influences the switch control block size. In particular, the lower is the unrolling factor, the smaller is the switch control block. Since this component is used once after the loop, its energy consumption could be neglected in a first order estimation model.

4. The array and pointer characterization: the more significant is the loop block characterization in terms of array and pointer, the higher is the registers reuse probability; this aspect contributes to the reduction of the memory accesses.

4.1.2 Variable Expansion

The Variable Expansion transformation optimises a block of instructions by decoupling different sections of the C code so that the degree of parallelism can be improved. This method produces relevant results when it is applied inside a loop block after the Loop Unrolling transformation. Variable Expansion focuses the attention on three type of variables: Accumulators, Counters and Selectors. An Accumulator is a variable that appears as a left and right value in a single expression as in 


tot  = tot + expression 

tot += expression
A Counter is a variable used either as cycle index or as data structure index. Finally, a Selector is a variable used as comparison parameter. This transformation modifies a block of instructions (e.g. the block of a loop) by introducing a new set of accumulator, selector and counter variables in each code section to be decoupled and by computing and assigning the value to the initial set of variables. The latter operations are performed after the instructions block. Figure 12 shows an example of the transformation applied after a loop unrolling with unrolling factor equal to 2.
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Figure 12. An example of Variable Expansion. The loop has first been Unrolled
This transformation produces some potential benefits at processors level due to the increase of the source code instruction parallelism reducing both the stalls due to data dependences in both intra loop and inter loop (processor level energy reduction) and the data cache misses since the compiler has more possibility to optimize the register allocation (system level energy reduction). Conversely, the number of instruction cache misses could increase since the number of instruction included in the loop block is greater than before. The transformation has been tested on the example of Figure 12 and Table 19 and Table 20 collect the results.

	Parameter
	Starting Code
	Transformed Code
	%

	Clock Cycles
	2863.00
	1312.00
	-54.17

	Processor Energy (J)
	4.25E-07
	3.51E-07
	-17.37

	Processor Average Power (mW)
	14.83
	26.75
	80.31

	System Energy (J)
	6.21E-05
	3.29E-05
	-49.96

	System Average Power (mW)
	2169.55
	2511.24
	15.74

	System Power/Processor Power
	146.24
	93.88
	-35.81


Table 19. Energy results for Variable Expansion.

The results show that the execution trace size reduction corresponds to an instruction cache miss increase due to the code size growing. The latter effect is well compensated for a better register allocation that allows a significant reduction of the data cache misses (Table 20).

	Parameter
	Starting Code
	Transformed Code
	%

	Instruction Cache Misses
	9
	11
	+22.22

	Data Cache Misses
	40
	15
	-62.50


Table 20. Memory results for Variable Expansion.

It is worth noting that the processor average power is increased; this effect is attributable to a better use of the processor resources (degree of parallelism) since the percentage of clock cycle reduction is grater then the percentage of processor energy reduction. Moreover, the increased parallelism is confirmed by an increase of the processor energy consumption of both the Data Path and the Function Units showing that the processor pipeline is more active. This transformation is particularly convenient when applied after Software Pipelining.

[image: image101.emf]Variable Expansion

0

2000

4000

6000

8000

10000

12000

14000

16000

18000

Register File

Pipeline Registers

Function Units

Data Path

IF StageID Stage

EXE Stage

MEM Stage

WB Stage

Functional Units and Pipeline Stages

Switching Activity

Original

Transformed


Figure 13. Energy consumption of processor functional units and pipeline stages.

The main factor influencing the results is the number of Accumulators, Counters and Selectors variables: the larger it is, the higher is the possibility of decoupling sections of code and, consequently, of increasing the parallelism. 

The number of decoupled sections affects the possibility to optimise the code reducing both the execution trace and the number of data miss.

4.1.3 Loop Distribution

The Loop Distribution is a transformation that reduces the dimension of the loop block in order to mainly decrease the number of instruction cache misses; in particular, sections of decoupled code are distributed in disjoined loops in order to allow the cache to store a complete loop preventing primary memory accesses. Although this transformation is well known in the filed of parallel architectures its application for the source code energy reduction is unknown. For this reason the Loop Distribution transformation constitutes an innovation in the considered field. The Loop Distribution transformation takes effect on loops when a loop block is grater than either the cache or a specified number of cache blocks and/or the cache is unified. The transformation modifies the loop by identifying decoupled sub‑blocks of codes and by distributing the loop on this sub‑blocks. Do note that this transformation requires a metric to estimate the code dimension at assembly level. Figure 14 shows an example of this transformation. The proposed transformation takes effect in term of 

1. reduction of the number of instruction cache misses;

2. reduction of the number of data cache misses. 

In particular, the latter could probably take place when the initial loop has expressions with non-interacting arrays such that different arrays can be distributed on disjoined loop blocks.
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for(i=1; i<80; i++ ){

 

  a=b[i]+i*d;

 

  d=b[i+4]+d+a*(i+1);

 

  a=a*d+b[i+2]*d;

 

  f=i*e+c[i];

 

  e=b[i]+i*f;

 

  e=e*f+b[i]*e;

 

}

 

...

 

Transformed C Code

 

 

...

 

for( i=1;i<80; i++ ){

 

  a=b[i]+i*d;

 

  d=b[i+4]+d+a*(i+1);

 

  a=a*d+b[i+2]*d;

 

}

 

for( i=1;i<80; i=i++ ){

 

  f=i*e+c[i];

 

  e=b[i]+i*f;

 

  e=e*f+b[i]*e;

 

}

 

...

 


Figure 14. An example of Loop Distribution

Figure 15 represents an example where the two expressions in the loop interfere causing, probably, continues data cache misses since the probability of data reuse is low (b could overwrite a and vice versa).
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for(i=0;i<n; i++){

 

  for(j=0;j<n; j++){

 

    

a[j]=a[j]+c[i];

 

    b[j]=b[j]+c[i];

 

  }

 

}

 

...
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for(i=0;i<n; i++){

 

  for (j=0;j<n; j++){

 

    a[j]=a[j]+c[i];

 

  }

 

}

 

for(i=0;i<n; i++){

 

  for (j=0;j<n; j++){

 

    

a

[j]=a[j]+c[i];

 

  }

 

}

 


Figure 15. An example of Loop Distribution on a code with two disjoined arrays.

The transformed code reduces the probability of data cache misses; this effect is amplified if the cache implements the cache pre-fetching mechanism. Negative effects of this transformation could arise from both the increase of code dimension and the reduction of performance due to the added control structure of loops. The transformation has been tested on the example of Figure 14 and Table 21 and Table 22 gather the simulation results.

	Parameter
	Starting Code
	Transformed Code
	%

	Clock Cycles
	14393.00
	11981.00
	-16.76

	Processor Energy (J)
	3.44E-06
	3.25E-06
	-5.64

	Processor Average Power (mW)
	23.90
	27.09
	13.35

	System Energy (J)
	5.44E-04
	9.00E-05
	-83.45

	System Average Power (mW)
	3778.66
	751.31
	-80.12

	System Power/Processor Power
	158.09
	27.73
	-82.46


Table 21. Energy results for Loop Distribution.

Table 21 shows that the transformation on the example code reduces both the system energy and the processor energy. Furthermore, it is worth noting that the coefficient System Power/Processor Power is strongly reduced indicating that the transformation affects the primary memory accesses; in particular cache misses are considerably diminished (Table 22). In fact, the initial code dimension and the number of variables causes a set of instruction cache misses at each loop repetition which are avoided fragmenting the computation and the variables onto two loops. This effects is particularly relevant since the considered cache is unified. Do note that this transformation produces relevant energy reductions at system level using different cache architectures.

	Parameter
	Starting Code
	Transformed Code
	%

	Instruction Cache Misses
	319
	37
	-88.40

	Data Cache Misses
	110
	34
	-69.10


Table 22. Memory results for Loop Distribution.

This transformation can be conveniently applied after Software Pipelining and/or Variable Expansion.

The set of factors affecting the performance of the transformation are:

1. The Loop repetitions number: often, the number of cache misses per loop is reduced; thus, the greater is iteration number the higher is the energy saved.

2. The disjoined code blocks dimension and number: the dimension of both the code and the data have to be close to the cache dimension so that the number of cache misses are minimized. Conversely, the augmented number loops increases the control instructions affecting both the energy reduction and the performance.

It is worth noting that these two factors are still correlated with the three main aspects of cache: architecture, dimension, block size.

4.1.4 WhileDo-DoWhile

This simple transformation is sometimes applied by the compilers. Unfortunately, some compilers, especially in the embedded systems environment, do not apply this optimization method directly; consequently, this transformation has been included in the set of the proposed transformation methods. Figure 16 depicts a transformation on a simple example.
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for(i=1; i<n; i++){

 

   y=i*3;

 

   x=i+1;

 

   c=x+y;

 

   i++;

 

}

 

...

 

Transformed C Code

 

 

...

 

i=1;

 

if(i<n){

 

  do{

 

    y=i*3;

 

    x=i+1;

 

    c=x+y;

 

    i++;

 

  }while(i<n)

 

}

 

...

 


Figure 16. An example of While Do -Do While transformation

This transformation affects the processor energy since the substitution of a while-do control structure in a do-while replaces both a control instruction and an unconditional jump instruction with a single control instruction (i.e. a conditional jump). 

This transformation can always be implemented but a suitability analysis has to be performed when the final condition structure is not guaranteed (Figure 16). In this case, in fact, the loop must be nested within an if statement, making the transformation effort unproductive.

The example, with n=500, has been tested compiling the code with gcc with an optimisation level of 1 (-O1) since with a higher optimisation effort (-O2 or -O3) the sample code is transformed automatically.

Table 23 reports the results referring to the processor level only since the system is not affected by this transformation. It is worth noting that performances are not significantly affected indicating that this transformation in mainly energy directed.

	Parameter
	Starting Code
	Transformed Code
	%

	Clock Cycles
	13387.00
	133524.00
	-0.25

	Processor Energy (J)
	4.22E-06
	4.11E-06
	-2.58

	Processor Average Power (mW)
	31.50
	30.77
	-2.33


Table 23. Processor energy results for While-do Do-while transformation

The source code property that most influence the possible energy reduction is the number of loop repetitions: the greater is iterations number, the higher the energy saved and the if instruction cost is absorbed.

4.1.5 Zero Output Condition

This transformation modifies the loop termination condition in order to perform comparisons with a zero so that instructions requiring lower energy can be utilized. In order to make the effort fruitful, the loop block has to remain unchanged; for this reason, the transformation has to take effect mainly on the initialization, the terminal instruction and the output condition. For example (Figure 17) one possible transformation consists in both to invert the counter direction (if it exists) and to swap the initialisation with the output condition after a loop block normalization (in order to set the initialisation to zero, if necessary). It is worth noting that this transformation may require an index correction and an energy reduction estimation, if the order in the loop evolution has to be preserved (Figure 18).


[image: image105.wmf] 

Original C Code

 

 

...

 

for(i=0;i<n; i++){

 

  for (j=0;j<n; j++){

 

    

a[j]=a[j]+c[i];

 

    b[j]=b[j]+c[i];

 

  }

 

}
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for(i=n

-

1;i>=0; i

--

){

 

  for(j=n

-

1;j>=0; j

--

){

 

    a[j]=a[j]+c[i];

 

    

b

[j]=b[j]+c[i];

 

  

}

 

}

 

...

 

j=0; j<=n

-

1; j++

 

j=n

-

1; j>=0; j

--

 


Figure 17. An example of Zero Output Condition transformation
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for(i=1;i<n; i++){

 

  a[i]=a[i]+a[i

-
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}
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for(i=n

-

1 ;i<0 ;i

--
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...a[n

-

i]=a[n
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-

i

-

1];

 

}

 

...

 


Figure 18. An example of Zero Output Condition transformation with index correction.

The transformation has been analysed on the example of Figure 19. By observing the MIPS assembly code can be noted the energy reduction is due to the substitution of the assembly instructions slt and bne with the low energy instruction bgtz.
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for(i=1;i<2000; i++){

 

  c=p+i;

 

  x[i]=c+1;

 

}

 

...
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for(i=1999; i>0; i

--

){

 

  

c=p+i

;

 

  x[i]=c+1;

 

}

 

...

 

Original Assembly Code

 

 

...

 

$L6:

 

addu $2,$5,$3

 

addu $2,$2,1

 

sw   $2,0($4)

 

addu $4,$4,4

 

addu $3,$3,1

 

slt  $2,$3,2000

 

bne  $2,$0,$L6

 

...

 

Transformed Assembly Code

 

 

...

 

$L6:

 

addu $2,$5,$3

 

addu $2,$2,1

 

sw   $2,0($4)

 

subu $4,$4,4

 

subu $3,$3,1

 

bgtz $3,$L6

 

...

 


Figure 19. The analyzed example and its corresponding assembly code.

A possible, even though limited, positive side effect of this transformation concerns the system energy. In particular, the reduction of the number of instructions influences the cache space availability reducing, as a consequence, the number of cache misses. Consequently, the effects of this transformation are twofold:

1. the reduction of the processor energy due to the reduced size of the execution trace; 

2. the possible reduction of the cache misses.

It is worth noting that this latter contribution is more significant than the former. Another observation is that the contribution of this transformation is quite limited since it operates on a very small amount of assembly instructions. Hence, the estimation function has to be as accurate as possible or, alternatively, has to perform a worst-case analysis: a small estimation error might in fact result in undesired effects such as energy increase. 

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	18718.00
	18314.00
	-2.15

	Processor Energy (J)
	6.09E-06
	6.05E-06
	-0.57

	Processor Average Power (mW)
	32.53
	33.06
	1.61

	System Energy (J)
	1.05E-04
	1.03E-04
	-2.40

	System Average Power (mW)
	562.17
	560.73
	-0.26

	System Power/Processor Power
	17.28
	16.96
	-1.84


Table 24. Energy results of Zero Output Condition transformation.
Table 25 reports the cache misses related to the analyzed example.

	Parameter
	Starting Code
	Transformed Code
	%

	Instruction Cache Misses
	22
	22
	0.00

	Data Cache Misses
	61
	59
	-3.28


Table 25. Memory results of Zero Output Condition transformation.

The following factors, at source code level, influence the energy reduction:

1. Loop repetitions number: the greater is number of iterations the higher is the energy saved.

2. Index Correction: the correction index could influence the number of both the arithmetic operation and the data structure access; this aspect affects the energy consumption. In particular, the higher is the number of operations eliminated the higher is the energy saved.

4.1.6 Loop Fusion

This transformation, that combines two or more loops in one, is the converse of the loop distribution; it consists in joining of the identified and normalized loop blocks under the same control loop statement. Figure 20 shows an example.
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for(i=0;i<n; i++){

 

  a[i]=i+a[i+1];

 

}

 

for(i=0;i<n; i++){

 

  b[j+1]=b[j]*7+b[j+1]+a[j];

 

}

 

...

 

Transformed

 C Code

 

 

...

 

for (i=0 ;i<n ;i++){

 

   a[i]=i+a[i+1];

 

   b[j+1]=b[j]*7+b[j+1]+a[j];

 

}

 

...

 


Figure 20. An example of Loop Fusion.

This transformation provides an energy saving contribution due to:

1. the reduction of the loop control instructions;

2. the increase of the effectiveness other transformations such as Loop Unrolling, Variable Expansion, and Software Pipelining;

3. a possible reduction of the data cache misses.

In particular, the latter effect takes probably place when the involved loops operate on the same data structure.

Conversely, since the transformation increase code size of the loop block some extra instruction cache misses could arise; for this reason, a trade off analysis has to be performed. It is worth noting that the considered cache structure (1Kbyte, 2-Way, unified cache) is a worst-case architecture since the code size conflicts with the data size making each transformation effort fruitless.

The transformation has been analysed on the example of Figure 20 where n=90 (optimal condition). Table 26 and Table 27 give detail of the simulation performed.

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	2531.00
	1708.00
	-32.52

	Processor Energy (J)
	7.38E-07
	4.52E-07
	-38.73

	Processor Average Power (mW)
	29.16
	26.47
	-9.21

	System Energy (J)
	4.56E-05
	4.18E-05
	-8.35

	System Average Power (mW)
	1803.59
	2449.37
	+35.80

	System Power/Processor Power
	61.85
	92.52
	+49.58


Table 26. Energy results for Loop Fusion.

Table 27 reports the cache hits and misses related to the analyzed example. This table shows that the system energy reduction is due to diminution of both the number of cache misses and the number of cache hits (data are stored in the processor) while the reduced number of instructions reduces both power and energy at processor level.

	Parameter
	Original Code
	Transformed Code
	%

	Instruction Cache Misses
	10
	7
	-30.00

	Data Cache Misses
	26
	26
	0.00

	Instruction Cache Hits
	2426
	1633
	-32.69

	Data Cache Hits
	523
	452
	-13.58


Table 27. Memory results for Loop Fusion.

The source code factors influencing the energy reduction are:

1. The loop repetitions number: the greater is the number of iterations the higher is the energy saved.

2. The code size loops: the less is the code size of the selected loops the higher is the probability to save energy (affects the instruction cache misses).

3. The loop data structures: energy can be probably saved if the selected loops operate on the same data structure; thus, the higher is the data structure similarity, the higher is the amount of the energy saved (affects the data cache misses).

4.1.7 Loop Interchange

This transformation swaps the order of nested loops in order to increase the number of the expressions loop invariant, to exploit the space locality by modifying the access patterns to matrix and vectors and, finally, to increase the instruction parallelism. Particular attention has to be applied to access patterns since they affects the cache misses and, consequently, the energy at system level; in particular, significant effects can be produced by modifying the array access sequence so that the inner loop could mainly access to contiguous memory locations.
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  for(j=1;j<m; j++){

 

    a[j][i]=a[j

-

1][i]+a[j+1][i];

 

  

}
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for(j=1;j<m; j++){

 

  for(i=1;i<n; i++){

 

    a[j][i]=a[j

-

1][i]+a[j+1][i];

 

  

}

 

}

 

...

 


Figure 21. An example of Loop Interchange.

The results of Loop Interchange, applied to the example reported in Figure 21, are gathered in Table 28 and Table 29.

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	28813.00
	26365.00
	-8.50

	Processor Energy (J)
	8.39E-06
	8.18E-06
	-2.46

	Processor Average Power (mW)
	29.11
	31.03
	+6.60

	System Energy (J)
	6.63E-04
	3.60E-04
	-45.69

	System Average Power (mW)
	2301.31
	1365.78
	-40.65

	System Power/Processor Power
	79.05
	44.02
	-44.32


Table 28. Energy results for Loop Interchange.

Do note that the system level energy is strongly reduced; this is due to the array access modification that, in the initial code is done by columns while in the transformed code is performed by rows. Thus, Table 29 points out this effect, the data cache misses are reduced (50%); furthermore, since the cache is unified, a data cache misses reduction involves the instruction cache misses, due to the cache substitution policy, cooperating in the reduction of the energy at system level.

	Parameter
	Original Code
	Transformed Code
	%

	Instruction Cache Misses
	104
	79
	-24.04

	Data Cache Misses
	419
	205
	-51.07


Table 29. Memory results for Loop Interchange.

The source code factors that influence the energy reduction are:

1. The loop repetitions number: the greater is number of iterations the higher is the energy saved.

2. The loop arrays: the probability to save energy is proportional to the number of arrays included in the loop.

3. The array access mode: the number of cache misses, and consequently the amount of energy saved, is reduced by increasing the number of row accesses in the loop.

4.1.8 Loop Tiling

This transformation increases the degree of loop nesting; in particular, n nested loops can be transformed in k, with k ( [n; 2n]. It is worth noting that Loop Tiling is always applicable.
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for(i=1;i<P; i++){

 

  for(j=1;j<Q; j++){

 

    

a[i][j]=b[j][i]+1;

 

  

}

 

}
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...

 

for(i1=0;i1<P;i1=i1+6){

 

  for(j1=0;j1<Q;j1=j1+6){

 

    if( i1+6<P ){

 

      P1=i1+6;

 

    else

 

      P1=P;

 

    for(i=i1;i<P1;i++){

 

   

   if( j1+6<Q )

 

        Q2=j1+6;

 

      else

 

        Q2=Q;

 

      for(j=j1;j<Q2;j++){

 

        a[i][j]=b[j][i]+1;

 

      

}

 

    }

 

  }

 

}

 

...

 


Figure 22. An example of Loop Tiling.

The action of the transformation is to partition the data block of the loop in sub-blocks of data where the computation can be focused on; for example, a loop that operates on a vector accessing by row (or column) is modified so that the inner loop computes on a sub-set of the array components. Loop Tiling takes effect on the reduction of number of the data cache misses; in particular, data cache misses could be reduced if the array cannot be completely contained in the cache. Considering the example of Figure 22 where the arrays a and b are 60(60. The data cache locality cannot be exploited for both the arrays. In particular, b is accessed by columns. After the transformation, the computation is focused on 6(6 arrays and the probability that the data are completely contained in block of cache is significantly high. A side effect of this transformation concerns the increase of the number of the instruction cache misses due to the augmented code dimension.

This transformation has been tested on the code of Figure 22 with P=Q=60. The results are shown in Table 30 and Table 31.

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	237534.00
	182407.00
	-23.21

	Processor Energy (J)
	6.18E-06
	5.05E-05
	-18.28

	Processor Average Power (mW)
	26.01
	27.68
	+6.42

	System Energy (J)
	6.45E-03
	3.02E-03
	-53.17

	System Average Power (mW)
	2715.43
	1655.94
	-39.02

	System Power/Processor Power
	104.39
	59.82
	-42.70


Table 30. Energy results for Loop Tiling.

In particular, Table 31 gathers the results concerning the cache misses. In the considered example, augmented instructions number forces an intensive use of the memory; this effect is largely compensated for the decrease number of the data cache misses. It is worth noting that, as stated in the introduction of this section, the cache is unified so that the reduction of number of data cache misses could have influenced the instruction cache misses. Although this effect could be true in general, in this example the synergic effect has been contained (P=Q=60) in order to analyse a worst-case condition.

	Parameter
	Original Code
	Transformed Code
	%

	Instruction Cache Misses
	410
	744
	81.46

	Data Cache Misses
	4676
	1638
	-64.97


Table 31. Memory results for Loop Tiling.

The source code factors influencing the energy reduction are the following:

1. The tiling factor: this factor is related with the number of the partitions induced on the data; the lower is this factor, the higher is the probability to exploit the locality of the data. Conversely, the lower is this factor, the higher is the probability to generate instruction cache misses. A tradeoff between these two factors is achieved by using the tiling estimation cost.

2. The loop data structure: Loop Tiling transformation produces significant effects when the loop block operates on arrays that have to be distributed and a large set of cache blocks.

3. The array access mode: the transformation efficiency is correlated with the access patterns; in particular, if the data access modes exploit data locality, the transformation effects can be strongly reduced (or made worse).

4.1.9 Software Pipelining

The Software Pipelining transformation modifies the loop block in order both to increase the level of parallelism and to reduce (or avoid) stalls in the pipe of the processor. This transformation decomposes each operation performing read-elaborate-write into three distinct operations and reorganizes them in order to prevent data conflicts inside each single instruction; thus, the number of operations that can be execute in parallel is augmented. Figure 23 shows an example.
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reg1=*ap;

 

ap++;

 

for(i=0;i<n;i++){

 

  *bp=reg1

-

k;

 

  bp++;

 

  reg1=*ap;  /* anticipation */

 

  ap++;      /* anticipation */

 

}

 

...

 


Figure 23. An example of Software Pipelining.

In this example, the statement:


*bp = *ap – k;
is decomposed in the two operations:


reg1 = *ap;

*bp  = reg1 – k;

where the latter includes both elaborate and write. Since the last two operations are disjoined, the former can be prepared in a loop cycle preceding the latter; thus, during the j-th cycle both these instructions can be executed in parallel avoiding processor pipeline stalls.

Despite the fact that this transformation presents sided effects due to increase of the code size (it could influence the number of cache misses), Software Pipelining is convenient when the code includes atomic operations accessing to the memory (as in the example of Figure 23) that can be sub-divided in operations executable in parallel. This transformation has been tested on the code of Figure 23.

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	2591.00
	2394.00
	-7.06

	Processor Energy (J)
	7.55E-07
	6.65E-07
	-11.91

	Processor Average Power (mW)
	29.14
	27.78
	-4.65

	System Energy (J)
	4.70E-05
	4.83E-05
	+2.72

	System Average Power (mW)
	1814.85
	2017.69
	+11.18

	System Power/Processor Power
	62.28
	72.62
	+16.61


Table 32. Energy results for Software Pipelining.

Do note that, the transformation takes effect to the processor energy thanks to both the inter-instruction parallelism and the reduced number of pipeline stalls (Table 33). Unfortunately, the increased code size modifies the number of cache misses annihilate the processor level effect; however, this draw back can be contained using a more suitable cache size and architecture. Experiments have been performed using 1Kbyte, 2-Way, unified cache.

	Pipeline stage
	Original Code
	Transformed Code
	%

	IF stalls
	76
	66
	-13.16

	ID stalls
	105
	5
	-95.24

	EXE stalls
	0
	0
	0.00

	MEM stalls
	690
	700
	+1.45


Table 33. Pipeline stalls results for Software Pipelining.

The source code factors influencing the energy reduction are:

1. The number of read-write atomic instructions: inside a loop, each atomic read-write operation can be transformed in order to improve the level of inter-instruction parallelism. Since the induced parallelism allows reducing the number of pipeline stalls, the higher is the number of this source code operation type, the higher is the energy saved at processor level.

2. The code size: this transformation influences the code size causing a possible augment of the number of the instruction cache misses; this effect annihilates or makes worse the effects of the transformation.

4.1.10 Loop Unswitch

This transformation is applicable for loops where a fraction of the loop body is partitioned by one or more conditional control instructions and where the test conditions are independent of either the loop index or the loop computations. If these conditions are satisfied, the conditional control instructions can be extracted from the loop. Figure 24 shows an example.
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if( x<j ){

 

  for(i=2;i<k;i++)

 

    b[i]=a[i]*c[i];

 

} else {

 

  for (i=2;i<k;i++)

 

    b[i]=a[i
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1];

 

}

 

...

 


Figure 24. An example of Loop Unswitch.

The effect of the Loop Unswitch, corresponding to the elimination of a set of assembly instructions (comparisons and branches) related with the control conditional instructions extracted from the loop, is twofold: a probable reduction of the instruction cache misses and a performance improvement. Conversely, since the loop is distributed on more than one loops, the code size increases occupying more memory space. The effects of Loop Unswitch have been analysed using the example of Figure 24, where j=7 and k=70.

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	2297.00
	1779.00
	-19.03

	Processor Energy (J)
	4.77E-07
	3.47E-07
	-27.22

	Processor Average Power (mW)
	21.69
	19.50
	-10.12

	System Energy (J)
	6.21E-05
	5.96E-05
	-4.08

	System Average Power (mW)
	2026.28
	3347.89
	+18.46

	System Power/Processor Power
	130.28
	171.69
	+31.79


Table 34. Energy results for Loop Unswitch.

The results of the analysis (see Table 34) point out an energy reduction for both processor level and system level, accordingly with the analysis carried out. In particular, the processor energy reduction is due to the elimination of some assembly instruction (this phenomenon is also emphasized by the number of clock cycle, indicating an augment of the performance) while the system energy reduction is mainly due to the instruction cache miss reduction (see Table 35). It is worth noting that this transformation takes effects on both processor level and system level.

	Parameter
	Original Code
	Transformed Code
	%

	Instruction Cache Misses
	16
	14
	-12.50

	Data Cache Misses
	33
	33
	0.00


Table 35. Memory results for Loop Unswitch.

The source code factors influencing the energy reduction are the following:

1. The number of conditional control instructions: to distribute a loop in a set of loops augment the probability to reduce the energy consumption; thus, the higher is the number of conditional instructions, the higher is the energy consumption reduction.

2. The loop block size: the larger is the initial loop body, the higher is the probability to reduce the energy consumption correlated with the instruction cache misses.

4.2 Data Structure Transformations

This class identifies the set of source code transformations that either modifies the data structure included in the source code or introduces new data structure or, finally, modifies the access mode and the access paths. This class of transformation focuses on the relation with the data memory aiming at to maximize the exploitation of the register file (reduction of memory and cache accesses). In this class, two sub-classes have been identified:

1. arrays and matrix transformations;

2. scalar variables transformations.

The first transformation sub-class, which is mainly constituted by innovative transformations, optimizes the arrays allocation and the access modes in order to improve efficiency in use of the cache. The second sub-class includes transformations taking effect on scalar variables modifying, for example, their scope.

4.2.1 Array Scope Modification: local to global

This method transforms local arrays in global arrays so that they are stored in the data memory rather than on the stack. This way, the array allocation address is defined at compile time. Conversely, if the array is declared locally, the array allocation address is only known when the subprogram is called and depends on the stack pointer value. Consequently, the global arrays are accessed with displacement addressing mode with constant 0 while local arrays, excluding the first, are accessed with displacement addressing mode with constant different from 0. The simplification of the addressing mode causes the desired energy reduction. Figure 25 shows an example of code transformation.
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main(){

 

  int i;

 

  int b[50], a[50];

 

  ...

 

  for(i=0;i<48;i++){

 

    b[i]=i;

 

    a[i]=i;

 

  }

 

  for(i=2;i<=40; i++){
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-
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-
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-
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-

1;
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Figure 25. An example of Array Scope Modification.

Figure 26 reports the assembly code concerning the transformation shown in Figure 25 where bold rows highlight the differences. Do note that code in which all arrays are declared globally accesses the array elements using the displacement addressing mode with constant 0 while in the original code the whole set of arrays but the first lead to addressing modes with constants different from 0.

Unfortunately, global declarations are memory consuming; consequently, only a sub-set of the arrays could be modified in terms of scope. A specific cost function considers, apart from other significant aspects, this feature suggesting a scope modification for arrays accessed more frequently.

The transformation has been analysed on the example in Figure 25 and, as expected for this simple example, the influence is in terms of processor energy (see Table 36) since the transformation affects a specific characteristic related with the displacement addressing. However, this transformation has other positive side effects.

As an example, if the array scope modification reduces the probability to exceed the displacement maximum value for the access of arrays declared locally, more energy can be saved by reducing the effects of a higher instruction number (possible instructions cache misses and performance degradation).
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...

 

.comm

 

res,4

 

_start:

 

...

 

$L5:

 

sw

 

$4,0($3)

 

sw

 

$4,200($3)

 

...

 

addu
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addu
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.set

 

noreorder
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...
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...
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sw
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...
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.end
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...

 

$L11:

 

...
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sw
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...

 

bne

 

$2,$0,$L10

 

j

 

$31

 

.end
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Figure 26. Assembly code for the transformation reported inFigure 25.

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	8311.00
	8310.00
	-0.01

	Processor Energy (J)
	2.70E-06
	2.08E-06
	-22.82

	Processor Average Power (mW)
	32.48
	25.07
	-22.81

	System Energy (J)
	1.52E-05
	1.52E-04
	0.00

	System Average Power (mW)
	183.03
	183.05
	+0.01

	System Power/Processor Power
	5.63
	7.30
	29.57


Table 36. Energy results for Array Scope Modification.

The source code factors influencing the energy reduction are:

1. The local arrays dimension and number: the higher is the number of local arrays the higher is the probability to exceed the displacement maximum value; similarly, the bigger is the array the higher is the probability to exceed the displacement maximum value. In order to reduce the number of additional instructions, some arrays can be declared globally using the policy that the first array to be moved is both the smaller and the more frequently used.

2. The array access frequency: the arrays scope modification policy has to consider the more frequently accessed arrays first. In this way, the number of operations using displacement addressing with constant 0 is maximized.

3. The static allocation memory directives: the larger is the available memory space the higher is the number of array transferable.

4. The ISA architecture: ISA architecture conditions both the addressing mode and the displacement maximum value.

4.2.2 Array Resizing (Temporary Array Insertion)

This transformation introduces a small temporary array where a subset of elements of a large array is stored. This transformation follows the practical consideration that some elements of an array are more frequently used then others; thus, the set of elements identified as more frequently used, thought a dynamic profiling or static considerations, are stored in an array that, probability, could be accessed without any data cache misses. It is worth noting that the application of this transformation could be counterproductive for small arrays especially if they can be completely contained in the cache and they are not in conflict, in terms of memory resources, with other data. 

The transformation is structured in five steps. In the first step, a large array characterized by repeated accesses to a small set of data is identified by means of an investigation on the source code (statically and/or dynamically). This set of data is then copied in a temporary array (resized array) that, successively, is used in place of the initial array. Since the temporary array index is different from the initial one, a further step consists of the index adaptation so that the temporary array can be used directly for the computation. Finally, the set of values stored in the temporary array are, if necessary, copied in the initial one. Figure 27 shows an example of the application of this transformation where the arrays a and b are accessed with constant pace of 10.

It is worth noting that this transformation is independent from the array access mode (constant or variable pace) providing the identified subset of elements of the array does not change dynamically during the computation since, in this case, the transformation effect is vanished. In fact, if the subset of elements of the array changes dynamically, the temporary array identification has to be computed every time that the considered elements are not part of the temporary array.

This transformation affects the data cache misses, since small arrays has more probability to be completely stored in the cache, and the instruction cache misses, due to the code increasing. This two effects conflict; consequently, a cost function evaluates the efficiency of this transformation in terms of system energy reduction. Furthermore, the augmenting of the control instructions connected to both the array initialisation and, eventually, the data restoring increases the processor energy.

However, it has been noted that when the ratio between the dimension of initial array and temporary array is roughly more then 10, the system energy reduction is significant and largely compensates the augment of the processor energy. This transformation has been tested on the example of Figure 27.
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Original C Code

 

 

#define DIM 250

 

 

int res;

 

main(){

 

  int a[DIM];

 

  

int b[DIM];

 

  

int c, i, j=40;

 

 

  while(j>0){

 

    for(i=0;i<100; i=i+10){

 

      a[i]=b[i]+5;

 

      c=a[i]+b[i]*15;

 

    }

 

    

j

--

;

 

  }

 

  return c;

 

}

 

Transformed C Code

 

 

#define DIM  25

0

 

#define DIM2  15

 

 

int res;

 

main(){

 

  int a[DIM], b[DIM];

 

  int temp_a[DIM2];

 

  int temp_b[DIM2];

 

  int c, i, j=40;

 

  /* temp array initialization */

 

  for(i=0;i<10;i++){

 

    temp_a[i]=a[i*10];

 

    temp_b[i]=b[i*10];

 

  }

 

  while(j>0){

 

    for(i=0;i<10; i+

+){

 

      temp_a[i]=temp_b[i]+5;

 

      c=temp_a[i]+temp_b[i]*15;

 

    }

 

    j

--

;

 

  }

 

  /* data restoring */

 

  for(i=0;i<10;i++){

 

    a[i*10]=a[i];

 

    b[i*10]=b[i];

 

  }

 

  return c;

 

}

 


Figure 27. An example of Temporary Array Insertion with constant pace.
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#define DIM  1000

 

#define DIM1  100

 

 

int a[DIM1], b[DIM1], c[DIM];

 

...

 

void F(int a[], int b[],int c[]){

 

  int i, j;

 

  for(i=0; i<DIM; i++){

 

    for(j=0; j<(DIM1

-

2); j++){

 

      b[j]=c[a[j+1]]*b[j+1];

 

    }

 

  }

 

}

 

Transformed C Code

 

 

#define DIM  10000

 

#define DIM1   100

 

int a[DIM1], b[DIM1], c[DIM];

 

...

 

void F(int a[], int b[],int c[]){

 

  int temp[DIM1];

 

  int i, j;

 

 

  /* temp array initialization */

 

  for(i=0; i<(DIM1

-

2); i++){

 

    temp[i+1]= c[a[i+1]];

 

  }

 

  for(i=0; i<DIM; i++){

 

 

   for(j=0; j<(DIM1

-

2); j++){

 

      b[j]=temp[j+1]*b[j+1];

 

    }

 

  }

 

}

 


Figure 28. An example of Temporary Array Insertion with variable pace.

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	4427.00
	6369.00
	+43.87

	Processor Energy (J)
	4.75E-07
	1.94E-06
	+7.71

	Processor Average Power (mW)
	10.73
	30.42
	+83.39

	System Energy (J)
	1.86E-04
	6.34E-05
	-65.99

	System Average Power (mW)
	4209.71
	995.25
	-76.36

	System Power/Processor Power
	392.136
	32.71
	-91.66


Table 37. Energy results for Temporary Array Insertion.

	Parameter
	Original Code
	Transformed Code
	%

	Instruction Cache Misses
	19
	15
	-21.05

	Data Cache Misses
	128
	35
	-72.66


Table 38. Memory results for Temporary Array Insertion.

Table 37 shows a processor energy augment due to the two introduced cycles (array initialization and data restoring) and a significant system energy reduction mainly due to the data cache misses reduction effect (Table 38). Conversely, performance is significantly reduced; thus, particular attention has to be put during the application of this transformation in time critical systems.

The source code factors influencing the energy reduction are the following:

1. The temporary array dimension with respect to the cache block: the lower is the ratio between the temporary array dimension and cache block size, the higher is the probability to reduce the number of cache misses.

2. The initial array dimension with respect to the cache block: if ratio between the initial array and the cache block size is less then one, the transformation effort is fruitless (no advantage can be obtained).

3. The temporary array access frequency: the higher is the number of accesses the more noteworthy is the effect of the transformation.

4. The number of temporary arrays: the higher is the number of temporary arrays extracted the more significant is the effect of the transformation.

4.2.3 Array Partially Scalarised: set of array elements into a set of scalar variables

This transformation introduces a set of temporary variables as substitute of the more frequently use elements of an array. This transformation allows the compiler to optimize the computation by using the CPU registers; in particular, since the compiler does not allocate array elements to registers, the use of scalar variables allows the compiler to preserve some values directly inside the CPU avoiding continuous memory accesses. The application of this transformation require to gather information (statically, by analyzing the code, or dynamically) in order to identify the subset of the more frequently used array elements or to identify references which can be iteration index independent (partially, i.e. the reference changes every k iteration, or totally) or, finally, array elements which can be inter-cycle reused (cycles where, for example, a[i], a[i-1] and a[i-2] contemporaneously present, e.g. the moving average algorithm). Figure 29 shows an example of the proposed transformation where the introduction of the scalar variables t1 and t2 eliminates the accesses to the array elements a[i-1] and a[i-2] while the memory accesses related to a[i] are reduced introducing t0.


[image: image117.wmf] 

Original C Code

 

 

main(){

 

  int i, b[50], a[50];

 

 

  for(i=0;i<48;i++){

 

    b[i]=i;

 

    a[i]=i;

 

  }

 

  for(i=2;i<=40; i++){

 

    b[i]=(a[i]+b[i])/2;

 

    if( i%2 == 0 )

 

      a[i]=a[i

-

2]+1;

 

    else

 

      

a[i]=a[i

-

1]

-

1;

 

  }

 

}

 

Transformed C Code

 

 

main(){

 

  int i, b[50], a[50];

 

  

int t2, t1, t0;

 

 

  for(i=0;i<48;i++){

 

    b[i]=i;

 

    a[i]=i;

 

  }

 

 

  

t2=a[0];

 

  t1=a[1];

 

  for(i=2;i<=40;i++){

 

    t0=a[i];

 

    b[i]=(t0+b[i])/2;

 

    if( i%2 == 0 )

 

      t0=t2+1;

 

    else

 

      t0=t1

-

1;

 

    a[i]=t0;

 

    t2=t1;

 

   

 t1=t0;

 

  }

 

}

 


Figure 29. An example Array Scalarisation.

It is worth noting that the application of this transformation enhances its effects if it is applied after Loop Unrolling as it is shown in Figure 30.
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Original C Code

 

 

main(){

 

  int x[80], y[80], a[80][80];

 

  int i, j, n=40;

 

  for(i=1;i<=n;i++){

 

    x[i]=0;

 

    for(j=1;j<n;j++){

 

      x[i]= x[i]+a[i][j]*y[j];

 

    }

 

  }

 

  return 0;

 

}

 

Transformed C Code:

 

 

1.

 

Loop Unrolling

 

 

main(){

 

  int x[80], y

[80], a[80][80];

 

  int i, j, n=40;

 

 

  for(i=1;i<=n;i=i+3){

 

    x[i]=0;

 

    for(j=1;j<n;j++){

 

      x[i]= x[i]+a[i][j]*y[j];

 

      x[i+1]= x[i+1]+a[i+1][j]*y[j];

 

      x[i+2]= x[i+2]+a[i+2][j]*y[j];

 

    }

 

  }

 

  return 0;

 

}

 

Tranformed C Code:

 

 

1.

 

Loop Unrol

ling

 

 

2.

 

Array Scalarization 

 

 

main(){

 

  int x[80], y[80], a[80][80];

 

  int i, j, n=40;

 

  int t0, t1, t2, t4;

 

 

  for(i=1;i<=n;i=i+3){

 

    t0=t1=t2=0;

 

    for(j=1;j<n;j++){

 

      t4=y[j];

 

      t0=t0+a[i][j]*t4;

 

      t1=t1+a[i+1][j]*t4;

 

      t2=t2+a[i+2][

j]*t4;

 

    }

 

    x[i]=t0;

 

    x[i+1]=t1;

 

    x[i+2]=t2;

 

  }

 

  return 0;

 

}

 


Figure 30. An example of the combination of Loop Unrolling and Array Scalarisation.

The primary advantage of this transformation concerns the reduction of the cache accesses obtained by allowing the compiler to use the register file more efficiently; in particular, the memory access operations are converted in a set of more economic access operations.

This transformation has been analysed on the example of Figure 29.

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	1775.00
	1077.00
	-39.32

	Processor Energy (J)
	3.85E-07
	1.59E-06
	-58.66

	Processor Average Power (mW)
	21.67
	14.76
	-31.87

	System Energy (J)
	3.30E-05
	3.17E-05
	-3.85

	System Average Power (mW)
	1856.71
	2942.39
	58.46

	System Power/Processor Power
	859.91
	1993.18
	132.60


Table 39. Energy results for Array Scalarisation.

Table 39 shows that the transformation influences the processor energy and power consumption thanks to the local accesses to the register file. At system level, the impact of the transformation on energy and power is less evident due to the specific characteristics of the test bench. However, the reduction of the memory accesses facilitates the cache misses reduction; Table 40 shows this effect where the cache hit reduction clearly indicates an intensive use of the register file and a relevant diminution of cache access operations.

	Parameter
	Original Code
	Transformed Code
	%

	Instruction Cache Misses
	12
	11
	-8.33

	Data Cache Misses
	14
	14
	0.00

	Instruction Cache Hit
	1650
	962
	–41.70

	Data Cache Hit
	256
	116
	–54.69


Table 40. Memory results for Array Scalarisation.

The source code factors influencing the energy reduction are:

1. The loop iteration number: the greater is number of iterations the higher is the energy saved.

2. The number of accesses to the array element scalarised: by considering the loop block, the higher is the access number to the considered array element the higher is the consumption reduction. Furthermore, the higher is the cardinality of the set of array variables scalarised the higher is the probability that the compiler could optimize both the instruction code and the use of the register file.

3. The inter-cycle reuse factor: the higher is the number of array elements inter-cycle reused, the higher is the energy saved.

4. The number of scalar variable with respect to the register file size: the lower is the number of scalar variable the lower is the registers spilling effect and, consequently, the higher is the probability to keep part of the computation localized inside the CPU.

4.2.4 Local Copy of Global Variable

This transformation introduces local temporary variables in place of global variables, inside a subprogram. The goal of this source code transformation is to encourage the compiler in the use of the register file reducing, consequently, the accesses to the memory. In fact, compilers generally privilege the allocation of local variables into the register file while they have the tendency to access the main memory in case of global variables. It is worth noting that, though registers are resources both limited and shared, this transformation disregards any tradeoff analysis between the subset of global variables used in the subroutine to be substituted with a corresponding set of local variables and the efficiency in terms of energy saved (for example computing a set of analysis focused on both the frequency of the use and the variable liveness) since this task is well performed by the compilers; besides, since compilers well optimizes the registers allocation for the set of variables on which they have full control (e.g. local variables), the local copy of a global variable allows them to minimize the spilling effect. Finally, do note that if no substitutions with local variables are performed, the higher is the number of code lines sharing the use of a global variable the higher is the probability that the compiler introduces load/store instructions for each use of such a variable.

An example of this transformation is shown in Figure 31 where each global variable used in the subprogram is directly substituted with a local variable.
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Original C Code

 

 

int res=0, a, b=436, d=52;

 

int e=362, f=783, h=35, r=13;

 

 

main() {

 

  for(a=1;a<10;a++){

 

    for(b=1;b<14;b++){

 

      d++; e++; f++; h++; r++;

 

      res=functcond();

 

    }

 

  }

 

}

 

 

int functcond(){

 

  int cnt, result;

 

 

  for(cnt=1;cnt<50

;cnt++){

 

    d=a+b;

 

    f=b+e*cont;

 

    result=d+f+h+r;

 

  }

 

  return result;

 

}

 

Transformed C Code

 

 

int res=0, a, b=436, d=52;

 

int e=362, f=783, h=35, r=13;

 

 

main(){

 

  for(a=1;a<10;a++){

 

    for(b=1;b<14;b++){

 

      d++; e++; f++; h++; r++;

 

      res=funct

cond();

 

    }

 

  }

 

}

 

 

int functcond(){

 

  int cnt, result;

 

  int aloc=a, bloc=b, dloc=d;

 

  int eloc=e, floc=f, hloc=h;

 

  int rloc=r;

 

 

  for(cnt=1;cnt<50;cnt++){

 

    dloc=aloc+bloc;

 

    floc=bloc+eloc*cont;

 

    result=dloc+floc+hloc+rloc;

 

  }

 

  a=aloc; b=bloc

; d=dloc;

 

  e=eloc; f=floc; h=hloc;

 

  r=rloc;

 

  return result;

 

}

 


Figure 31. An example of Local Copy of Global Variable transformation.

The effect of the transformation, which mainly affects the system energy, is twofold: on one side it reduces the cache accesses required for data load and store, on the other side it could increase the code size since more instructions have to be introduced for both to initialize the local variables with global variables value and to keep the global variables up to date (however, some load-store instructions could be eliminated). Consequently, it is convenient to limit the local copy to the set of global variables more frequently used (i.e. global variables involved in loops). Table 41 gathers the effects of the transformation applied to the source code of Figure 31.

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	39209.00
	34075.00
	-13.09

	Processor Energy (J)
	1.27E-05
	9.11E-06
	-28.00

	Processor Average Power (mW)
	32.28
	26.74
	-17.15

	System Energy (J)
	2.54E-05
	2.79E-05
	9.95

	System Average Power (mW)
	64.75
	81.91
	26.51

	System Power/Processor Power
	2.01
	3.06
	52.69


Table 41. Energy results for Local Copy of Global Variable transformation.

Do note that the system energy consumption increases. This effect is mainly due to the excessive incidence of the inserted source code size with respect to the starting code size that, as a consequence, produces a disproportionate augment of the cache misses (data and instruction cache misses since the considered cache is unified - Table 42). However, other benchmarks have shown that with a less disproportionate ratio this effect disappear or can be neglected. Furthermore, the efficient use of the register file, which is pointed out in Table 42 by the data cache hit value, could make this transformation more fruitful in term of system energy reduction when the disproportion is strongly reduced; this last feature completes the characteristics of the transformation making it particularly interesting from both the point of views: system and processor.

	Parameter
	Original Code
	Transformed Code
	%

	Instruction Cache Misses
	3
	17
	466.66

	Data Cache Misses
	3
	19
	533.33

	Instruction Cache Hit
	39034
	33880
	-13.20

	Data Cache Hit
	13657
	3025
	-77.85


Table 42. Memory results for Local Copy of Global Variable transformation.

The source code factors influencing the energy reduction are the following:

1. The global variables number: the higher is the cardinality of the global variables set involved the more effective is the transformation.

2. The number of processor registers: the lower is the number of processor register the lower is the effectiveness of the transformation. Consequently, the cardinality of the global variables set involved has to be opportunely balanced with the number of the registers number.

3. The code size: the higher is the cardinality of the global variables set involved the higher is the number of instruction for both to initialize the local variables and to keep the global variables up to date. This term influences the instruction cache misses.

4. The global variable access frequency: the higher is the global variable access frequency the higher is the energy saved by adopting the transformation for such a variable. However, the transformation introduces only additional costs (more instructions) if the considered variable has been originally allocated to a register by the compiler.

5. Consecutiveness of the variable access: if a global variable is accessed more then one time but non consecutively and the number of code lines that separates two consecutive accesses is high, the compiler tends to access this variable directly from the memory. In this case, the transformation could provide benefits in term of energy reduction.

4.3 Inter-subroutine Transformations

This class of transformations includes the set of source code manipulations operating at subroutine level; it is worth noting that, often, this type of optimization is not included in the set of optimizations offered by compilers. Operatively, these transformations analyze and, when possible and/or convenient, modify the subroutine interface (i.e. the parameters passing mode, the data type, …), the subroutine declaration phase and/or, the subroutine call phase.

4.3.1 Function inlining

Function Inlining consists in substituting a function call with a suitably rearranged copy of the function body. This reduces the overhead introduced by the instructions necessary for argument passing and context switching. The major drawback is an increase of the code size which, in turn, might increase instruction cache misses. This transformation can be easily implemented by means of the ANSI C directive inline.

It is worth noting that the inline directive substitutes all occurrences of a function call with its body. A wiser and possibly more effective strategy consists in substituting only a subset of the calls, obtaining a good trade-off between code size, i.e. cache misses, and power effectiveness. This approach is a selective function inlining.

Two aspects of the source code influence the optimality of Function Inlining:

1. The static call count: the number of times a function is called throughout the code. The higher the count is the higher the increase of instruction cache misses.

2. The dynamic call count: the overall count of calls executed during a run of the application. A high dynamic call count indicates that the same instance of the call is executed many times and thus is a good candidate for inlining.

An execution trace or the results of profiling can be analysed to select the instances to be substituted. The results of the selective function inlining collected on a sample code are summarized in Table 43.

	Parameter
	Original Code
	Transformed Code
	%

	Instruction Cache Misses
	1042
	139
	-86.66

	Data Cache Misses
	995
	480
	-51.75

	Instruction Cache Hit
	180496
	119107
	-34.01

	Data Cache Hit
	48233
	32031
	-33.59


Table 43. Memory results for Selective Function Inlining.

4.3.2 Subroutines Declaration Reordering

This transformation sorts the subroutines declaration inside the source code following the subroutine call graph (possibly annotated with dynamic information) in order to reduce the instruction cache misses.

In fact, compilers produce the object code queuing the subroutines according to the source code structure; thus, a different declaration order will produce a different object code. For the sake of clearness, suppose to consider the first call of a sub-program. When such a subroutine is called, its code, or part of it, has to be fetched in cache. Consequently, if the object code of the called function is adjacent to the calling subroutine it is probable that it (or part of it) has been previously fetched during the execution of the calling sub-program. This phenomenon is amplified if the cache uses a pre-fetching policy where one or more cache blocks following the required block (cache miss) are automatically fetched. Conversely, if the two subprograms are not adjacent a double penalty is introduced since one or more instruction cache blocks could be uselessly fetched.
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Figure 32. Uselessly fetched instruction based on the subroutine call graph of 33.

An example of this transformation is shown in Figure 33.
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Original C Code

 

 

main(){

 

...

 

  res=subE();

 

...

 

}

 

 

int subA(){ res=subD(); 

}

 

int subB(){ res=subF(); }

 

int subC(){ res=subA(); }

 

int subD(){ res=subB(); }

 

int subE(){ 

res=subC(); }

 

int subF(){ ... }

 

Transformed C Code

 

 

main () {

 

.

..

 

  res=subE();

 

...

 

}

 

 

int subE(){ res=subC(); }

 

int subC(){ res=subA(); 

}

 

int subA(){ res=subD(); 

}

 

int subD(){ res=subB(); }

 

int subB(){ res=subF(); 

}

 

int subF(){ ... 

}

 

main

 

subE

 

subC

 

subA

 

subD

 

subB

 

subF

 


Figure 33FCallGraph. An example of Subroutine Declaration Reordering.

As previously stated, this transformation may affect the instruction misses by optimising the instruction cache blocks contents through a reduction of the number of instructions uselessly fetched or pre-fetched. In order to profitably apply this transformation, the call graph requires further information, dynamically extracted, both for those subprograms that are called in more than one subroutine and for those subprograms that call more than one subroutine. However, it is worth noting that the dynamic indications improve the transformation efficiency with respect to the simpler information that can be derived by static code inspection.

The transformation has been experimented with the simple example reported in Figure 33; the obtained results are gathered in Table 44. Do note that this transformation mainly affects the system level energy though can be identify a contribution on the reduction of the number of clock cycles; these effects are both derived from the instruction cache misses reduction induced by the implicit optimization of the cache blocks contents.

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	1943.00
	1931.00
	-0.62

	Processor Energy (J)
	3.52E-07
	3.51E-07
	-0.37

	Processor Average Power (mW)
	18.12
	18.16
	0.25

	System Energy (J)
	1.56E-04
	1.53E-04
	-1.62

	System Average Power (mW)
	8034.96
	7953.48
	-1.01

	System Power/Processor Power
	443.43
	437.84
	-1.26


Table 44. Energy results for Subroutine Declaration Reordering.

The main source code factors influencing the energy reduction are:

1. The subroutine estimated call frequency: the higher is the estimated call frequency the higher is the probability to take advantage from this transformation. The call frequency is a parameter to determinate the subroutine to be queued among those called.

2. The position of the call inside the calling subroutine: the higher is the instructions number between the position of the queued subroutine call and the last instruction of the caller, the lower is the effect of the transformation; this is due to the probability that the cache block loaded will be substituted before the code of the calling function is used (the synergy of the cache block sharing between called and caller is lost). The set of parameters influencing this effect includes the cache blocks substitution policy, the cache architecture and the cache blocks number.

3. The subroutines code size: the higher is the subroutines code size the lower is probability to reuse the shared cache block. This factor depends on the cache block substitution policy, the cache architecture and the cache blocks number.
4. The distance between two successive calls: the higher is the distance between two successive subroutine call code size the lower is probability to reuse the shared cache block. This factor depends on the cache block substitution policy, the cache architecture and the cache blocks number.
5. The fan out (fan in) average of the call graph nodes: the lower is the fan out (fan in) average the higher is probability to exploit the sharing factor. This is due to the reduced number of degrees of freedom in the subroutine sorting process.
4.3.2.1 Pass-by-Address with Local Variable Substitution

This transformation substitutes a function argument passed as an address with a local copy of a variable. The substitution is performed immediately before the subroutine is called while the retuned values are immediately restored in the initial variable immediately after the call. The effect of the presented transformation is related with the policy typically applied by the compilers to the set of variables passed as an address. In fact, compilers tend to store in memory a variable used as subroutine argument passed by address. The use of such a variable inside the calling routine is thus expensive, especially if it is intensively used. This transformation influences the compiler in terms of a better register usage, leading to an energy improvement related to a reduction of memory accesses. Unfortunately, the introduction of temporal variables has a side effects: it adds a set of instructions to perform copies and to restore values that could make fruitless the transformation effort since the enlarged code size could increase the number of the instruction cache misses. For this reason, such a transformation should be applied to the subset of variables involved (in the caller subroutine) in intensive computations. Conversely, the insertion of temporal variables could produce a positive effect compensating for the instruction overhead; in particular, the memory accesses require a set of load/store operation. Figure 35 reports an excerpt of the assembly code resulting from the transformation example shown in Figure 34 where the memory accesses reduction is clearly shown.
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Original C Code

 

 

main() {

 

  int a, b=436, d=52;

 

  int e=362, f=783, h=35;

 

  int r=13, ind;

 

 

  for(ind=1;ind<200;ind++){

 

    e=d+ind*f;

 

    f=h*e+d

-

r*ind;

 

    h=h+ind;

 

    b++; f++; d++;

 

  }

 

  for(a=1;a<10;a++){

 

    for(b=1;b<14;b++){

 

      d++; e++; 

f++; h++; r++;

 

      res=fc(&a,&b,&d,&e,&f,&h,&r);

 

    }

 

  }

 

}

 

 

int fc(int *a, int *b, int *d,

 

       int *e, int *f, int *h,

 

       int *r){

 

 

  int cont,

 result;

 

 

  for(cont=1;cont<5;cont++){

 

    *d=*a+*b;

 

    *f=*b+*e;

 

    result=*d+*f+*h+*r;

 

  }

 

  retur

n result;

 

}

 

Transformed

 C Code

 

 

main(){

 

  int a, b=436, d=52;

 

  int e=362, f=783, h=35;

 

  int r=13, ind;

 

  

int ta, tb, td, te, tf, th, tr;

 

 

  for (ind=1;ind<200;ind++){

 

    e=d+ind*f;

 

    f=h*e+d

-

r*ind;

 

    h=h+ind;

 

    b++; f++; d++;

 

  }

 

  for(a=1;a<10;

a++){

 

    for(b=1;b<14;b++){

 

      d++; e++; f++; h++; r++;

 

      ta=a; tb=b;

 

      td=d; te=e; tf=f; th=h; tr=r;

 

      res=fc(&ta,&tb,&td,&te,&tf,&th,&tr);

 

      a=ta; b=tb;

 

      d=td; e=te; f=tf; h=th; r=tr;

 

    }

 

  }

 

}

 

 

int fc(int *a, int *b, int *d,

 

 

      int *e, int *f, int *h,

 

       int *r){

 

 

  int cont,

 result;

 

 

  for(cont=1;cont<5;cont++){

 

    *d=*a+*b;

 

    *f=*b+*e;

 

    result=*d+*f+*h+*r;

 

  }

 

  return 

result

;

 

}

 


Figure 34. An example of Pass-by-Address with Local Variable Substitution.

The analysis performed on the example reported in Figure 35 has produced the set of results collected in Table 45. It is worth noting that the transformation mainly affects the system level energy consumption. This effect is due to the localization of the computation inside the CPU that reduce cache hits; furthermore, the size code diminution resulting from the elimination of same load/store operation introduce an extra energy reduction since it affects the instruction cache misses.

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	12298.00
	12278.00
	-0.16

	Processor Energy (J)
	4.25E-06
	4.22E-06
	-0.86

	Processor Average Power (mW)
	34.57
	34.33
	-0.70

	System Energy (J)
	3.43E-05
	3.18E-05
	-7.41

	System Average Power (mW)
	279.10
	258.83
	-7.26

	System Power/Processor Power
	8.07
	7.54
	-6.60


Table 45. Energy results for Pass-by-Address with Local Variable Substitution.
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Original Assembly Code

 

 

_

start:

 

.frame

 

$sp,88,$31

 

.mask

 

0x800f0000,

-

8

 

.fmask

 

0x00000000,0

 

subu

 

$sp,$sp,88

 

li

 

$7,0x00000001

 

li

 

$9,0x0000000d

 

li

 

$8,0x0000000d

 

li

 

$2,0x000001b4

 

sw

 

$2,36($sp)

 

_start:

 

.frame

 

$sp,88,$31

 

.mask

 

0x800f0000,

-

8

 

.fmask

 

0x0000

0000,0

 

subu

 

$sp,$sp,88

 

li

 

$7,0x00000001

 

li

 

$9,0x0000000d

 

li

 

$8,0x0000000d

 

li

 

$2,0x000001b4

 

sw

 

$2,36($sp)

 

li

 

$2,0x00000034

 

sw

 

$2,40($sp)

 

li

 

$2,0x0000016a

 

sw

 

$2,44($sp)

 

li

 

$2,0x0000030f

 

sw

 

$2,48($sp)

 

li

 

$2,0x00000023

 

sw

 

$2,52($sp)

 

li

 

$2,0x0000000d

 

Original 

Assembly Code

 

 

_

start:

 

.frame

 

$sp,80,$31

 

.mask

 

0x80070000,

-

4

 

.fmask

 

0x00000000,0

 

subu

 

$sp,$sp,80

 

li

 

$5,0x00000034

 

li

 

$4,0x0000030f

 

...

 

sw

 

$16,64($sp)

 

$L5:

 

mult

 

$3,$4

 

.set

 

noreorder

 

mflo

 

$2

 

.set

 

reorder

 

addu

 

$7,$5,$2

 

mult

 

$6,$7

 

.set

 

noreorder

 

mflo

 

$2

 

#nop

 

.

set

 

reorder

 

addu

 

$6,$6,$3

 

addu

 

$3,$3,1

 

addu

 

$2,$2,$5

 

subu

 

$4,$2,$8

 

addu

 

$4,$4,1

 

addu

 

$5,$5,1

 

addu

 

$8,$8,$9

 

slt

 

$2,$3,200

 

...

 

 

 

sw

 

$31,80($sp)

 

...

 

sw

 

$16,64($sp)

 

sw

 

$2,56($sp)

 

$L5:

 

.set

 

noreorder

 

lw

 

$2,48($sp)

 

#nop

 

.set

 

reorder

 

mult

 

$7,$2

 

.set

 

noreorder

 

lw

 

$6,40($sp)

 

mflo

 

$5

 

#nop

 

lw

 

$4,52($sp)

 

.set

 

reorder

 

addu

 

$5,$6,$5

 

mult

 

$4,$5

 

.set

 

noreorder

 

lw

 

$2,36($sp)

 

#nop

 

.set

 

reorder

 

addu

 

$2,$2,1

 

sw

 

$2,36($sp)

 

addu

 

$2,$6,1

 

sw

 

$2,40($sp)

 

...

 

slt

 

$2,$7,200

 

...

 


Figure 35. An excerpt of the assembly code for the transformation reported in Figure 34.

The source code factors influencing the energy reduction are:

1. The variable number: the higher is the variable number involved in the transformation the higher is the probability to take advantage from this transformation. However, the variable number is constrained by both the number of register and the number of parallel variable concurrently active; in particular, the latter influences the spilling effect where some load/store operations are forced to cope with the limited number of registers.

2. The computational intensiveness: the higher is the involvement of the variable passed as an address to a subroutine in the computational flow of the caller, the higher is the effect of the transformation.

4.4 Operators and Control Structure Transformations

This class gathers source code transformations optimising either specific operations or control structures. Since a large number of optimizations belonging to this class are directly performed by the compiler (for example, the gcc set with the maximum optimization level), this section focuses on transformations that the compiler does not provide. In particular, this section discusses a transformation that re-arranges the conditional expression, a transformation that pre-process function library calls in order to eliminate a function call when the result can be preventively determined and, finally, a transformation that modifies the division execution in order to avoid using the divider elaboration unit since it represents an onerous energy consumption source.

4.4.1 Conditional Expression Evaluation Reordering

This transformation analyses a complex conditional expressions re-arranging the sub-expressions set in order to save energy by exploiting implicit short-cuts operations. The proposed transformation re-assembles the sub-expressions by following recursively this criterion: two sub-conditions AND-connected (OR-Connected) are re-ordered by placing after (before) the sub-condition whose probability to be true is higher.

Figure 36 shows an example. The proposed methodology requires a dynamic analysis of the conditional expression (and/or some designer directives) since information concerning the probability to be TRUE or FALSE is essential to determine the new order of the sub-expressions. The sub-expression probabilities are computed by combining iteratively the probability of the involved sub-expression; in particular, by representing with Pa and Pb the probabilities of being TRUE of two sub-conditions a and b, the probability that a&&b is TRUE is Pa(Pb while the probability that a||b is TRUE is Pa+Pb-Pa(Pb.

For example, consider the conditional expression:


a&&(b||c)&&e||d
where:


Pa = 0.3;

Pb = 0.2;

Pc = 0.5;

Pd = 0.5;

Pd = 0.3;

Pe = 0.1.

The sub-expression (b||c) is reorganized by inverting the position of b and c; then, since:


Pb||c = 0.2+0.5-0.2(0.5=0.6,

the sub-expression a&&(c||b)&&e is re-organized as e&&a&&(c||b), leading to:


Pe&&a&&(c||b) = 0.1(0.3(0.6= 0.018.

And thus the final re-organization d||e&&a&&(c||b).

It is worth noting that this transformation reduces the energy consumption due to control operations; however, a complete analysis requires considering the energy consumption of the involved arithmetic operators (if they exist); in particular, the operations complexity (comparison, sums, products…) could induce a reorder modification with respect to the simple probability. For this reason, a cost function F(energy, probability) has been introduced. 

Consequently, in a 2 AND-connected conditional expression, a low-energy, high-probability sub-condition could be placed before a high-energy, low-probability sub-condition while in a 2 OR-connected conditional expression, a low-energy, low-probability sub-condition could be placed before a high-energy, high-probability sub-condition.
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Original C Code

 

 

int a=1, b=1, d=

-

2, e=22;

 

int f=1, res=0;

 

 

main(){

 

  int b=12, i;

 

 

  for(i=1;i<400;i++){

 

    a++; b++; f++; e++;

 

    res=funct(a,b,f);

 

  }

 

}

 

 

int funct(int a, int b, int c){

 

  if( a>1 && b>40 && c>90 ){

 

    a=b*c*e;

 

    b=a*c+e;

 

  }

 

  return a;

 

}

 

Transformed C Code

 

 

int a=1, b=1, d=

-

2, e=22;

 

int f=1, res=0;

 

 

main(){

 

  int b=12, i;

 

 

  for(i=1;i<400;i++){

 

    a++; b++; f++; e++;

 

    res=funct(a,b,f);

 

  }

 

}

 

 

int funct(int a, int b, int c){

 

  if( 

c>90 && b>40 && a>1 

){

 

    a=b*c*e;

 

    

b=a*c+e;

 

  }

 

  return a;

 

}

 


Figure 36. An example of Conditional Expression Reordering.

The analysis performed on the example reported in Figure 36 has produced the set of results collected in Table 46.

	Parameter
	Original Code
	Transformed Code
	%

	Clock Cycles
	14759.00
	14309.00
	-3.05

	Processor Energy (j)
	4.35E-06
	4.25E-06
	-2.35

	Processor Average Power (mW)
	29.50
	29.72
	-0.72


Table 46. Energy results for Conditional Expression Reordering.
The source code factors influencing the energy reduction are:

1. The sub-expressions number and probability: the higher is the sub-expressions number and their probability relative difference, the higher is the probability to take advantage from this transformation.

2. The sub-expression energy: the energy of an arithmetic expressions influence the re-ordering. In particular, a high energy sub-expression could be place after any other low energy sub-expression.

4.4.2 Function Call Preprocessing

This transformation associates to a specific function an appropriate set of macros that will substitute a function call with either an equivalent but low energy function call or a specific result. In short, the transformation avoids a function call, or reduces its impacts, when its actual parameters allow to directly identify either the returned value or another equivalent function. Figure 37 shows a simple example.
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Original C Code

 

 

#include <math.h>

 

#include <stdio.h>

 

#include <stdlib.h>

 

 

main(){

 

  int i, res, val;

 

 

  for (i=1;i<200;i++){

 

    val=i%5;

 

    res=sqrt(val);

 

  }

 

 

  for(i=

-

20;i<60;i++){

 

    res=abs(val);

 

  }

 

}

 

Transformed C Code

 

 

#include <math.h>

 

#include <stdio.h>

 

#include <stdlib.h>

 

 

#define sqrt(x) ((x==0)?0:(x==1)?1:sqrt(x))

 

#define abs(x)  ((x>=0)?0:abs(x))

 

 

main(){

 

  int i, res, val;

 

 

  for (i=1;i<200;i++){

 

    val=i%5;

 

    res=sqrt(val);

 

  }

 

 

  for(i=

-

20;i<60;i++){

 

    res=abs(val);

 

  }

 

}

 


Figure 37. An example of Function Call Preprocessing.

This transformation shows some drawbacks whose influence is directly connected with the application. In particular, both the code size increasing and the insertion of some control conditions have to be justified through the probability to exploit the effects of the transformation; thus, if the special cases are rarely used, the energy overhead could exceed the energy saved.

A set o macros has been identified for the math.h library. The most significant macros are listed below.


#define PI       3.141592653589793238462643383


#define ENEP     2,718281828459045235360287471


#define acos(x)  ((x==-1) ? PI : acos(x))


#define asin(x)  ((x==0) ? 0 : asin(x))


#define atan(x)  ((x==0) ? 0 : atan(x))


#define cos(x)   ((x==0) ? 1 : cos(x))


#define sin(x)   ((x==0) ? 0 : sin(x))


#define tan(x)   ((x==0) ? 0 : tan(x))


#define exp(x)   ((x==1) ? ENEP : exp(x))


#define log(x)   ((x==1) ? 0 : log(x))


#define log10(x) ((x==1) ? 0 : log10(x))


#define pow(x,y) ((y==1) ? x : pow(x,y))


#define sqrt(x)  ((x==0) ? 0 : (x==1) ? x : sqrt(x))


#define fabs(x)  ((x>=0) ? x : -x)

Table 47 shows the results obtained on the sample code of Figure 37. It is interesting to note that the transformation leads to a reduction of the number of clock cycles which results in a reduction of the processor energy and a reduction of the number of cache hits and cache misses that leads to a significant energy saving at system level.
	Parameter
	Original Code
	Transformed Code
	%

	Data Cache Misses
	15202
	14818
	-2.52

	Instruction Cache Hit
	834
	823
	-1.31

	Data Cache Hit
	17885
	17316
	-3.18


Table 47. Energy results for Function Call Preprocessing.
The factors that influence the energy reduction results are:

1. Number of function calls: each time the function is called, the proper macro is expanded in a certain number of instructions, leading to an increase of the code size with consequent possible increase of the number of instruction cache misses. Functions called within loops are very good candidates for expansion. In this case, in fact, the impact on the code size is limited and the advantages deriving from the macro expansion can be better exploited.

2. Value of the actual parameters: the best results are obtained when the values of the actual parameter of the function call have a high probability to fall in the set of those covered by the macro definition. If such probability is very low, the transformation might even produce an increase in the system energy budget.

3. Expansion protection: whenever it is clear that in some portion of the code the function under consideration will be called with actual parameters that do not fall in the set managed by the corresponding macro, the expansion can be avoided by simply enclosing the function name into parentheses.

5 Prototype tool flows

The estimation tool flows envisaged and currently under development or refinement operate at two different levels of abstraction. At each level the tools use the models described in sections 2 and 3. This section briefly sketches the structure of the tool-chains and their current development status.

5.1 Assembly level tool flows

The assembly level estimation flow is depicted in figure 38. Three different paths are available within this flow, two for a dynamic estimate and one for static estimation.
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Figure 38FAsmFlow. Assembly level estimation flow.

In addition, the characterization flow is also being developed to characterize and validate the different models used within the estimation flow. Figure 39, far from giving the full details of the flow, provides an outline of the processes and files involved in the characterization phase.
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Figure 39FAsmChFlow. Assembly level estimation flow.

The details of the tools are collected in table Table 48. For each tool a brief description is given, along with the current status of development, the current status of the underlying models and other information. Similarly, the four library involved are described in Table 49. The whole tool-flow is also being integrated into a graphical front-end.

The status of the tools, models and libraries is described by one of the following:

N/A:
Not applicable or not yet available

PRE:
Preliminary. Literature review or architectural preliminary choices.

PRJ:
In phase of project. The structure is defined but no implementation has started yet.

DEV:
Under development. The tool/model is functional and under further development.

EXT:
Under extension. The tool/model is functional and complete but support of new processors/features is being studied.

OK:
Completed. The tool/model is fully functional.

	Tool #
	Name
	Description
	Provider
	Status

	
	
	
	
	Tool
	Models

	1
	make
	Compiles the whole project according to the requirements of the subsequent tool chain. In particular, the generated binary is static and optimized with maximum effort.
	GNU
	N/A
	N/A

	2
	bintrace
	Executes the binary with sample data and extracts the trace of the assembly instruction executed.

Memory access tracing is being added.
	CEFRIEL
	EXT
	N/A

	3
	symtrace
	Transforms a binary trace into human-readable symbolic format, computes branch directions and manages basic branch prediction policies.
	CEFRIEL
	OK
	N/A

	4
	classify
	Classifies the assembly instructions into sets according to library models.

A new numeric clustering classification scheme is being studied.
	CEFRIEL
	OK
	DEV

	5
	annotate
	Parses and annotates a symbolic trace with time and energy figures.

Parsers for new assembly languages are under development.
	CEFRIEL
	EXT
	OK

	6
	atomic
	Compiles each instruction in a symbolic trace into a list of micro-instructions.

Performances are being improved and support for new assembly languages is being studied.
	CEFRIEL
	EXT
	EXT

	7
	tribes
	Performs behavioral simulation of a micro-compiled trace, generates the annotated trace and reports the overall time and energy.

Performances are being improved and support for new assembly languages is being studied.
	CEFRIEL
	EXT
	EXT

	8
	tune
	Analyses the annotated traces and extract the density functions needed for parallelism and execution time computation.
	CEFRIEL
	OK
	OK


Table 48. Assembly level estimation tools description.
	Lib #
	Description
	Status

	
	
	i486
	Sparc
	ARM

	A
	Dynamic library. Implements a parser for each instruction sets and provides the rules to micro-compile each instruction. This library must be developed in conjunction with library B.
	OK
	OK
	PRJ

	B
	Dynamic library. Provides the behavioral models of the cores destined to execute the micro-compiled code. This library is based on a simulation kernel and proprietary a SDK. It must be developed in conjunction with library A.
	EXT
	EXT
	PRJ

	C
	Text library. Provides a classification scheme by indicating for each assembly instruction the class it is assigned to.
	DEV
	OK
	N/A

	D
	Text library, Dynamic library. The dynamic part of the library implements the parsers of the different assembly languages while the text portion collects the estimated timing and energy figures for all instruction classes.
	OK
	DEV
	PRE


Table 49. Assembly level libraries description.
5.2 Source level estimation tool flow

The source level estimation flow is depicted Figure 40. Some of the tools (12, 13, 14)
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Figure 40FSrcFlowFinal. Source level estimation flow.

The details on the tools and libraries composing the flow are given in Table 50 and Table 51.

	Tool #
	Name
	Description
	Provider
	Status

	
	
	
	
	Tool
	Models

	9
	cinst
	Instruments the source code for profiling. The code is first rearranged in order to be conforming to the split source code (see 10). Instrumentation adds macros to the source code for generating atom counts.
	CEFRIEL
	OK
	OK

	10
	csplit
	Splits the source code in order to have one single atom on each source line. The format is compliant with the instrumented source format code (see 9).
	CEFRIEL
	OK
	OK

	11
	cproto
	Extracts the prototypes of all the functions declared and used in the sources. This tool is based on the GNU cproto project.
	CEFRIEL
GNU
	OK
	N/A

	12
	mkext
	Extracts the list of all external (i.e. library) functions used in the source code. Each function is listed as an annotated ANSI C prototype. The tool uses some GNU utilities (etags, ctags, cproto).
	CEFRIEL
GNU
	OK
	N/A

	13
	mkusr
	Extracts the list of all user-defined functions present in the source code. Each function is listed as an annotated ANSI C prototype. The tool uses some GNU utilities (etags, ctags, cproto).
	CEFRIEL
GNU
	OK
	N/A

	14
	mkins
	Extracts the list of all calls to both user and library functions found in the source code. Each function call is listed as an annotated ANSI C prototype. The most relevant information in this case is the position in the source code. The tool uses some GNU utilities (etags, ctags, cproto).
	CEFRIEL
GNU
	OK
	N/A

	15
	profile
	Executes the binary generated by make and collects profiling information. Profiling figures are given as execution counts of each atom.
	CEFRIEL
	OK
	N/A

	16
	tesla
	Performs the source-level estimation. To do this the user must provide a characterization file that binds each library function call to a model. 
	CEFRIEL
	DEV
	DEV


Table 50. Source level estimation tools description.
	Lib #
	Description
	Status

	
	
	i486
	Sparc
	ARM

	E
	Text library. Provides the base costs of the pseudo-instructions used to model each atom. These are derived from an assembly level characterization and classification phase.
	EXT
	OK
	PRJ

	F
	Dynamic library. Implements the processor-independent portion of the models of each source code atom. At the current status of development this functionality is not yet isolated from the tool tesla (models are hard-coded).
	PRJ


Table 51. Source level libraries description.
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Original C Code







...



for(i=0;i<n; i++){



  for(j=0;j<n; j++){



    a[j]=a[j]+c[i];



    b[j]=b[j]+c[i];



  }



}



...











Transformed C Code







...



for(i=0;i<n; i++){



  for (j=0;j<n; j++){



    a[j]=a[j]+c[i];



  }



}



for(i=0;i<n; i++){



  for (j=0;j<n; j++){



    a[j]=a[j]+c[i];



  }



}
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1. while(i > 0) {



2.   if(a[i] != 0) {



3.     n += 2;



4.   }



5. }







As,0 = st-while, line 1



As,1 = expr, line 1



As,2 = st-if, line 2



As,3 = expr, line 2



As,4 = st-assign, line 3







while(){}







i>0







if(){}







a[i]!=0







n+=2;







(a)







(b)







(c)
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Original C Code







...



for(i=1; i<n; i++){



   y=i*3;



   x=i+1;



   c=x+y;



   i++;



}



...











Transformed C Code







...



i=1;



if(i<n){



  do{



    y=i*3;



    x=i+1;



    c=x+y;



    i++;



  }while(i<n)



}



...
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Original C Code







...



for(i=2;i<k;i++){



  a[i]=a[i]+c[i];



  if( x<j )



    b[i]=a[i]*c[i];



  else



    b[i]=a[i-1]*b[i-1];



}



...







Transformed C Code







...



if( x<j ){



  for(i=2;i<k;i++)



    b[i]=a[i]*c[i];



} else {



  for (i=2;i<k;i++)



    b[i]=a[i-1]*b[i-1];



}



...
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(a) Original instruction















 ADD [R0,R4], [R2+], R3







(b) Transformed code







 ADD  R0, R4, R5



 LOAD [R5], R6



 LOAD [R2], R7



 ADD  R2, #1, R2



 ADD  R6, R7, R3
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Original C Code







#define DIM  1000



#define DIM1  100







int a[DIM1], b[DIM1], c[DIM];



...



void F(int a[], int b[],int c[]){



  int i, j;



  for(i=0; i<DIM; i++){



    for(j=0; j<(DIM1-2); j++){



      b[j]=c[a[j+1]]*b[j+1];



    }



  }



}







Transformed C Code







#define DIM  10000



#define DIM1   100



int a[DIM1], b[DIM1], c[DIM];



...



void F(int a[], int b[],int c[]){



  int temp[DIM1];



  int i, j;







  /* temp array initialization */



  for(i=0; i<(DIM1-2); i++){



    temp[i+1]= c[a[i+1]];



  }



  for(i=0; i<DIM; i++){



    for(j=0; j<(DIM1-2); j++){



      b[j]=temp[j+1]*b[j+1];



    }



  }



}
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Original C Code







main(){



...



  res=subE();



...



}







int subA(){ res=subD(); }



int subB(){ res=subF(); }



int subC(){ res=subA(); }



int subD(){ res=subB(); }



int subE(){ res=subC(); }



int subF(){ ... }







subF







Transformed C Code







main () {



...



  res=subE();



...



}







int subE(){ res=subC(); }



int subC(){ res=subA(); }



int subA(){ res=subD(); }



int subD(){ res=subB(); }



int subB(){ res=subF(); }



int subF(){ ... }







subB







subD







subA







subC







subE







main
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Original Assembly Code







_start:



.frame	$sp,88,$31



.mask	0x800f0000,-8



.fmask	0x00000000,0



subu	$sp,$sp,88



li	$7,0x00000001



li	$9,0x0000000d



li	$8,0x0000000d



li	$2,0x000001b4



sw	$2,36($sp)



_start:



.frame	$sp,88,$31



.mask	0x800f0000,-8



.fmask	0x00000000,0



subu	$sp,$sp,88



li	$7,0x00000001



li	$9,0x0000000d



li	$8,0x0000000d



li	$2,0x000001b4



sw	$2,36($sp)



li	$2,0x00000034



sw	$2,40($sp)



li	$2,0x0000016a



sw	$2,44($sp)



li	$2,0x0000030f



sw	$2,48($sp)



li	$2,0x00000023



sw	$2,52($sp)



li	$2,0x0000000d







Original Assembly Code







_start:



.frame	$sp,80,$31



.mask	0x80070000,-4



.fmask	0x00000000,0



subu	$sp,$sp,80



li	$5,0x00000034



li	$4,0x0000030f



...



sw	$16,64($sp)



$L5:



mult	$3,$4



.set	noreorder



mflo	$2



.set	reorder



addu	$7,$5,$2



mult	$6,$7



.set	noreorder



mflo	$2



#nop



.set	reorder



addu	$6,$6,$3



addu	$3,$3,1



addu	$2,$2,$5



subu	$4,$2,$8



addu	$4,$4,1



addu	$5,$5,1



addu	$8,$8,$9



slt	$2,$3,200



...















sw	$31,80($sp)



...



sw	$16,64($sp)



sw	$2,56($sp)



$L5:



.set	noreorder



lw	$2,48($sp)



#nop



.set	reorder



mult	$7,$2



.set	noreorder



lw	$6,40($sp)



mflo	$5



#nop



lw	$4,52($sp)



.set	reorder



addu	$5,$6,$5



mult	$4,$5



.set	noreorder



lw	$2,36($sp)



#nop



.set	reorder



addu	$2,$2,1



sw	$2,36($sp)



addu	$2,$6,1



sw	$2,40($sp)



...



slt	$2,$7,200



...
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Original C Code







int a=1, b=1, d=-2, e=22;



int f=1, res=0;







main(){



  int b=12, i;







  for(i=1;i<400;i++){



    a++; b++; f++; e++;



    res=funct(a,b,f);



  }



}







int funct(int a, int b, int c){



  if( a>1 && b>40 && c>90 ){



    a=b*c*e;



    b=a*c+e;



  }



  return a;



}











Transformed C Code







int a=1, b=1, d=-2, e=22;



int f=1, res=0;







main(){



  int b=12, i;







  for(i=1;i<400;i++){



    a++; b++; f++; e++;



    res=funct(a,b,f);



  }



}







int funct(int a, int b, int c){



  if( c>90 && b>40 && a>1 ){



    a=b*c*e;



    b=a*c+e;



  }



  return a;



}
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Original C Code







#include <math.h>



#include <stdio.h>



#include <stdlib.h>







main(){



  int i, res, val;







  for (i=1;i<200;i++){



    val=i%5;



    res=sqrt(val);



  }







  for(i=-20;i<60;i++){



    res=abs(val);



  }



}











Transformed C Code







#include <math.h>



#include <stdio.h>



#include <stdlib.h>







#define sqrt(x) ((x==0)?0:(x==1)?1:sqrt(x))



#define abs(x)  ((x>=0)?0:abs(x))







main(){



  int i, res, val;







  for (i=1;i<200;i++){



    val=i%5;



    res=sqrt(val);



  }







  for(i=-20;i<60;i++){



    res=abs(val);



  }



}
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Original C Code







main() {



  int a, b=436, d=52;



  int e=362, f=783, h=35;



  int r=13, ind;







  for(ind=1;ind<200;ind++){



    e=d+ind*f;



    f=h*e+d-r*ind;



    h=h+ind;



    b++; f++; d++;



  }



  for(a=1;a<10;a++){



    for(b=1;b<14;b++){



      d++; e++; f++; h++; r++;



      res=fc(&a,&b,&d,&e,&f,&h,&r);



    }



  }



}







int fc(int *a, int *b, int *d,



       int *e, int *f, int *h,



       int *r){







  int cont, result;







  for(cont=1;cont<5;cont++){



    *d=*a+*b;



    *f=*b+*e;



    result=*d+*f+*h+*r;



  }



  return result;



}











Transformed C Code







main(){



  int a, b=436, d=52;



  int e=362, f=783, h=35;



  int r=13, ind;



  int ta, tb, td, te, tf, th, tr;







  for (ind=1;ind<200;ind++){



    e=d+ind*f;



    f=h*e+d-r*ind;



    h=h+ind;



    b++; f++; d++;



  }



  for(a=1;a<10;a++){



    for(b=1;b<14;b++){



      d++; e++; f++; h++; r++;



      ta=a; tb=b;



      td=d; te=e; tf=f; th=h; tr=r;



      res=fc(&ta,&tb,&td,&te,&tf,&th,&tr);



      a=ta; b=tb;



      d=td; e=te; f=tf; h=th; r=tr;



    }



  }



}







int fc(int *a, int *b, int *d,



       int *e, int *f, int *h,



       int *r){







  int cont, result;







  for(cont=1;cont<5;cont++){



    *d=*a+*b;



    *f=*b+*e;



    result=*d+*f+*h+*r;



  }



  return result;



}
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Original C Code







main(){



  int x[80], y[80], a[80][80];



  int i, j, n=40;



  for(i=1;i<=n;i++){



    x[i]=0;



    for(j=1;j<n;j++){



      x[i]= x[i]+a[i][j]*y[j];



    }



  }



  return 0;



}







Transformed C Code:



	1.	Loop Unrolling







main(){



  int x[80], y[80], a[80][80];



  int i, j, n=40;







  for(i=1;i<=n;i=i+3){



    x[i]=0;



    for(j=1;j<n;j++){



      x[i]= x[i]+a[i][j]*y[j];



      x[i+1]= x[i+1]+a[i+1][j]*y[j];



      x[i+2]= x[i+2]+a[i+2][j]*y[j];



    }



  }



  return 0;



}







Tranformed C Code:



	1.	Loop Unrolling



	2.	Array Scalarization 







main(){



  int x[80], y[80], a[80][80];



  int i, j, n=40;



  int t0, t1, t2, t4;







  for(i=1;i<=n;i=i+3){



    t0=t1=t2=0;



    for(j=1;j<n;j++){



      t4=y[j];



      t0=t0+a[i][j]*t4;



      t1=t1+a[i+1][j]*t4;



      t2=t2+a[i+2][j]*t4;



    }



    x[i]=t0;



    x[i+1]=t1;



    x[i+2]=t2;



  }



  return 0;



}
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Original C Code







int res=0, a, b=436, d=52;



int e=362, f=783, h=35, r=13;







main() {



  for(a=1;a<10;a++){



    for(b=1;b<14;b++){



      d++; e++; f++; h++; r++;



      res=functcond();



    }



  }



}







int functcond(){



  int cnt, result;







  for(cnt=1;cnt<50;cnt++){



    d=a+b;



    f=b+e*cont;



    result=d+f+h+r;



  }



  return result;



}







Transformed C Code







int res=0, a, b=436, d=52;



int e=362, f=783, h=35, r=13;







main(){



  for(a=1;a<10;a++){



    for(b=1;b<14;b++){



      d++; e++; f++; h++; r++;



      res=functcond();



    }



  }



}







int functcond(){



  int cnt, result;



  int aloc=a, bloc=b, dloc=d;



  int eloc=e, floc=f, hloc=h;



  int rloc=r;







  for(cnt=1;cnt<50;cnt++){



    dloc=aloc+bloc;



    floc=bloc+eloc*cont;



    result=dloc+floc+hloc+rloc;



  }



  a=aloc; b=bloc; d=dloc;



  e=eloc; f=floc; h=hloc;



  r=rloc;



  return result;



}
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Original C Code







main(){



  int i, b[50], a[50];







  for(i=0;i<48;i++){



    b[i]=i;



    a[i]=i;



  }



  for(i=2;i<=40; i++){



    b[i]=(a[i]+b[i])/2;



    if( i%2 == 0 )



      a[i]=a[i-2]+1;



    else



      a[i]=a[i-1]-1;



  }



}







Transformed C Code







main(){



  int i, b[50], a[50];



  int t2, t1, t0;







  for(i=0;i<48;i++){



    b[i]=i;



    a[i]=i;



  }







  t2=a[0];



  t1=a[1];



  for(i=2;i<=40;i++){



    t0=a[i];



    b[i]=(t0+b[i])/2;



    if( i%2 == 0 )



      t0=t2+1;



    else



      t0=t1-1;



    a[i]=t0;



    t2=t1;



    t1=t0;



  }



}
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Original Assembly Code







...



.comm	res,4



_start:



...



$L5:



sw	$4,0($3)



sw	$4,200($3)



...



addu	$7,$sp,204



addu	$6,$sp,200



addu	$5,$sp,8



$L10:



.set	noreorder



lw	$2,200($5)



...



$L11:



...



$L14:



sw	$2,200($5)



...



bne	$2,$0,$L10



addu	$sp,$sp,400



j	$31



.end	_start







Original Assembly Code







...



.comm	res,4



.comm	b,200



.comm	a,200



_start:



...



la	$5,a



la	$3,b



$L5:



sw	$4,0($3)



sw	$4,0($5)



...



la	$2,a



addu	$5,$2,8



addu	$8,$2,4



move	$7,$2



la	$6,b+8



$L10:



.set	noreorder



lw	$2,0($5)



...



$L11:



...



$L14:



sw	$2,0($5)



...



bne	$2,$0,$L10



j	$31



.end	_start
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Original C Code







#define DIM 250







int res;



main(){



  int a[DIM];



  int b[DIM];



  int c, i, j=40;







  while(j>0){



    for(i=0;i<100; i=i+10){



      a[i]=b[i]+5;



      c=a[i]+b[i]*15;



    }



    j--;



  }



  return c;



}







Transformed C Code







#define DIM  250



#define DIM2  15







int res;



main(){



  int a[DIM], b[DIM];



  int temp_a[DIM2];



  int temp_b[DIM2];



  int c, i, j=40;



  /* temp array initialization */



  for(i=0;i<10;i++){



    temp_a[i]=a[i*10];



    temp_b[i]=b[i*10];



  }



  while(j>0){



    for(i=0;i<10; i++){



      temp_a[i]=temp_b[i]+5;



      c=temp_a[i]+temp_b[i]*15;



    }



    j--;



  }



  /* data restoring */



  for(i=0;i<10;i++){



    a[i*10]=a[i];



    b[i*10]=b[i];



  }



  return c;



}
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Original C Code







main(){



  int i;



  int b[50], a[50];



  ...



  for(i=0;i<48;i++){



    b[i]=i;



    a[i]=i;



  }



  for(i=2;i<=40; i++){



    b[i]=(a[i]+b[i])/2;



    if( i%2 == 0)



      a[i]=a[i-2]+1;



    else



      a[i]=a[i-1]-1;



  }



}







Original C Code







int b[50], a[50];



main(){



  int i;



  ...



  for(i=0;i<48;i++){



    b[i]=i;



    a[i]=i;



  }



  for(i=2;i<=40; i++){



    b[i]=(a[i]+b[i])/2;



    if( i%2 == 0)



      a[i]=a[i-2]+1;



    else



      a[i]=a[i-1]-1;



  }



}




















_1089104435.doc


Original C Code







...



for(i=0;i<n; i++){



  a[i]=i+a[i+1];



}



for(i=0;i<n; i++){



  b[j+1]=b[j]*7+b[j+1]+a[j];



}



...







Transformed C Code







...



for (i=0 ;i<n ;i++){



   a[i]=i+a[i+1];



   b[j+1]=b[j]*7+b[j+1]+a[j];



}



...
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Original C Code







...



for(i=1;i<P; i++){



  for(j=1;j<Q; j++){



    a[i][j]=b[j][i]+1;



  }



}



   







Transformed C Code







...



for(i1=0;i1<P;i1=i1+6){



  for(j1=0;j1<Q;j1=j1+6){



    if( i1+6<P ){



      P1=i1+6;



    else



      P1=P;



    for(i=i1;i<P1;i++){



      if( j1+6<Q )



        Q2=j1+6;



      else



        Q2=Q;



      for(j=j1;j<Q2;j++){



        a[i][j]=b[j][i]+1;



      }



    }



  }



}



...
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...



for(i=0;i<n;i++){



  *bp=*ap-k;



  bp++;



  ap++;



}



...







Transformed C Code







...



reg1=*ap;



ap++;



for(i=0;i<n;i++){



  *bp=reg1-k;



  bp++;



  reg1=*ap;  /* anticipation */



  ap++;      /* anticipation */



}



...
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Original C Code







...



for(i=1;i<n; i++){



  for(j=1;j<m; j++){



    a[j][i]=a[j-1][i]+a[j+1][i];



  }



}



...







Transformed C Code







...



for(j=1;j<m; j++){



  for(i=1;i<n; i++){



    a[j][i]=a[j-1][i]+a[j+1][i];



  }



}



...
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Original C Code







...



for(i=0;i<n; i++){



  for (j=0;j<n; j++){



    a[j]=a[j]+c[i];



    b[j]=b[j]+c[i];



  }



}



...







j=0; j<=n-1; j++



j=n-1; j>=0; j--







Transformed C Code







...



for(i=n-1;i>=0; i--){



  for(j=n-1;j>=0; j--){



    a[j]=a[j]+c[i];



    b[j]=b[j]+c[i];



  }



}



...
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Original C Code







...



for(i=1;i<2000; i++){



  c=p+i;



  x[i]=c+1;



}



...







Transformed Assembly Code







...



$L6:



addu $2,$5,$3



addu $2,$2,1



sw   $2,0($4)



subu $4,$4,4



subu $3,$3,1



bgtz $3,$L6



...







Transformed C Code







...



for(i=1999; i>0; i--){



  c=p+i;



  x[i]=c+1;



}



...







Original Assembly Code







...



$L6:



addu $2,$5,$3



addu $2,$2,1



sw   $2,0($4)



addu $4,$4,4



addu $3,$3,1



slt  $2,$3,2000



bne  $2,$0,$L6



...
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Original C Code







...



for(i=1;i<n; i++){



  a[i]=a[i]+a[i-1];



}



...







Transformed C Code







...



for(i=n-1 ;i<0 ;i--){



...a[n-i]=a[n-i]+a[n-i-1];



}



...
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Original C Code







...



for (i=1;i<(100-1); i=i+2){



  acc=acc+a[i]*b[i];



  if(a[i]>max){ 



    max=a[i];



    imax=i;



  }



  acc=acc+a[i+1]*b[i+1];



  if(a[i+1]>max){



    max=a[i+1];



    imax=i;}



  }



  if((100-2)%2 == 1) {



    ...











Transformed C Code







...



for (i=1,i1=2;i<(100-1);i=i+2){



  acc=acc+a[i]*b[i];



  if(a[i]>max){



    max=a[i];



    imax=i;



  }



  acc1=acc1+a[i1]*b[i1];



  if(a[i1]>max1){



    max1=a[i1];



    imax1=i1;



  }



  acc=acc+acc1



  if(max1>max){



    max=max1;



    imax=imax1;



  }



  if((100-2)%2 == 1) {



    ...
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Original C Code







...



for(i=1; i<80; i++ ){



  a=b[i]+i*d;



  d=b[i+4]+d+a*(i+1);



  a=a*d+b[i+2]*d;



  f=i*e+c[i];



  e=b[i]+i*f;



  e=e*f+b[i]*e;



}



...











Transformed C Code







...



for( i=1;i<80; i++ ){



  a=b[i]+i*d;



  d=b[i+4]+d+a*(i+1);



  a=a*d+b[i+2]*d;



}



for( i=1;i<80; i=i++ ){



  f=i*e+c[i];



  e=b[i]+i*f;



  e=e*f+b[i]*e;



}



...
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Original C Code







...



for (i=0;i<n; i++){



a[i]=a[i]+a[i+1]* a[i+2];



}



...











Transformed C Code







...



for (i=0;i<n-1; i+=2){



  a[i]=a[i]+a[i+1]* a[i+2];



  a[i+1]=a[i+1]+a[i+3]* a[i+3];



}



if(((n-2)%2 ==1) {



  a[n-1]=a[n-1]+a[n]* a[n+1];



}



...
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